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Part II: Probability and Random Variables

… I note amongst philosophers a growing tendency to talk of chance and probability, as though this was some explanation rather than a scholarly disguise for their own ignorance. Simpler people know exactly what it is, for nothing can happen by chance when God sees and knows all; even to suggest anything different is absurd.  

—Anthony Wood (1632-1695).
As noted by Peter L. Bernstein in his book, Against the Gods: The Remarkable Story of Risk, our modern view of probability theory is quite different from that of ancient civilizations. One way to look at random events is exemplified by the Dosso Dossi painting shown below. 
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Dosso Dossi, Italian, about 1530

Oil on canvas, 70 1/2 x 85 1/2 in.

J. Paul Getty Museum, http://mcweb.getty.edu
Found at a flea market and purchased for a modest sum by an anonymous buyer, the unwrapped, seven-foot Allegory of Fortune was strapped to the roof of a car and brought to Christie's auction house in New York City. There experts recognized it as an important, long-lost allegorical scene by the Ferrarese master Dosso Dossi.

While the painting's precise meaning remains a mystery, Dosso's message seems to be that prosperity in life is transitory and dependent on luck. The nude woman represents Fortune, or Lady Luck. She holds a cornucopia, flaunting the bounty that she could bring, but sits on a bubble because her favors are often fleeting. The billowing drapery is a reminder that she is changeable like the wind. Her single shoe symbolizes her ability to bring not only fortune but also misfortune.

The man on the left personifies chance. He looks over at Fortune and holds up a stack of lottery tickets, which he is about to place inside a golden urn, a timely reference to the civic lotteries that had just become popular in Italy. The tickets may also refer to the painting's probable patron, Isabella d'Este, Marchioness of Mantua. One of her emblems was a bundle of lots, denoting her personal experience with fluctuating fortune.

Probability Terms

Random Experiment: A process leading to at least 2 possible outcomes with uncertainty as to which will occur.

Event: An event is a subset of all possible outcomes of an experiment. 

Intersection of Events: Let A and B be two events. Then the intersection of the two events, denoted A ( B, is the event that both A and B occur. 

Union of Events: The union of the two events, denoted A ( B, is the event that A or B (or both) occurs. 

Complement: Let A be an event. The complement of A (denoted 
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) is the event that A does not occur.

Mutually Exclusive Events: A and B are said to be mutually exclusive if at most one of the events A and B can occur.

Collectively Exhaustive Events: A and B are said to be collectively exhaustive if at least one of the events A or B must occur.

Basic Outcomes: The simple indecomposable possible results of an experiment. One and exactly one of these outcomes must occur. The set of basic outcomes is mutually exclusive and collectively exhaustive.

Sample Space: The totality of basic outcomes of an experiment. 
Example: Roll a fair die once. Let A be the event an even number appears, let B be the event a 1, 2 or 5 appears. Then:

1. A ( B is the event that a 2 appears.

2. A and B are not mutually exclusive because if a 2 appears, both A and B occur.

3. A ( B is the event that a 1, 2, 4, 5 or 6 appears.

4. 
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 is the event that an odd number appears.

5. 
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 is the event that a 3, 4 or 6 appears.

6. (
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A

È

) is the event that a 3 appears.

Basic Probability Rules:

1. For any event A, 0 ( P(A) ( 1.

2. If A and B can never both occur (they are mutually exclusive), then 

P(A and B) = P(A ( B) = 0.

3. P(A or B) = P(A ( B) = P(A) + P(B) - P(A ( B).

4. If A and B are mutually exclusive events, then 

P(A or B) = P(A ( B) = P(A) + P(B).

5. P(
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) = 1 - P(A).

Experiments with Equally Likely Basic Outcomes: One common type of experiment is one in which the basic outcomes are equally likely to occur.

If there are n possible outcomes then it is simple to define the probability of an outcome:

P(outcome i occurs) = 
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 for each i ( [1, 2, ..., n].

For any event A, the probability of A is the sum of the probabilities of the basic outcomes that comprise the event. In the case of n equally likely basic outcomes that translates into: 

P(A) = 
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Example: Shuffle a deck of cards, and pick one at random. What is P(chosen card is a 10()?

Example: Suppose we toss two dice. Let A denote the event that the sum of the two dice is 9. What is P(A)? 

Independent Events

Two events A and B are said to be independent if the fact that A has occurred or not does not affect your assessment of the probability of B occurring. Conversely, the fact that B has occurred or not does not affect your assessment of the probability of A occurring.

6. If A and B are independent events, then 

P(A and B) = P(A ( B) = P(A) ( P(B).

Note: if two events E and F are independent, then E and 
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 are also independent, as well as 
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 and F, and also 
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 and 
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.

Example: What is the probability of rolling 3 sixes in a row with one die?  

Example: Oil Drilling

An oil company decides to drill for oil in 3 separate locations. We assume:

· The probability of finding oil at each location is 0.10 (or a 10% chance).

· The event of finding oil at any location is independent of what happens at another location.

Questions: 
1) What is P(find oil in all 3 locations)?



2) What is P(find oil in exactly 2 locations)?



3) What is P(find oil in at least 1 location)?

What are the basic outcomes of this experiment?

1) Define some events of interest:

A1 = find oil at location 1

A2 = find oil at location 2

A3 = find oil at location 3

	Then P(oil in all 3)
	= P(A1 ( A2 ( A3)

	
	= P(A1 and A2 and A3)

	
	= P(A1) ( P(A2) ( P(A3)

	
	= (0.1)(0.1)(0.1)

	
	= 0.001


2) Define

	B1 
	= oil in 1 and 2 but not 3

	B2 
	= oil in 1 and 3 but not 2

	B3 
	= oil in 2 and 3 but not 1


Then since B1, B2 and B3 are mutually exclusive (Are they?): 

P(oil in exactly 2) = P(B1 or B2 or B3) = P(B1) + P(B2) + P(B3).

Therefore P(B1) = P(A1 and A2 and 
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) = P(A1) ( P(A2) ( P(
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Recall that for an event E, P(
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) = 1 - P(E). Therefore, P(B1) = (0.1)(0.1)(1 - 0.1) = 0.009.

Since the probability is the same for each location P(B2) = P(B3) = P(B1) = 0.009. Therefore, 

P(oil in exactly 2) = P(B1) + P(B2) + P(B3) = 0.027.

3) As for the probability of finding oil in at least one location, we could solve this by first finding the probability of oil in exactly 1 location, then in exactly 2 locations, then in all 3, and then add these probabilities (since the events are mutually exclusive).

But there is an easier way by looking at the complement event. What is the complement of this event? It is the probability of finding no oil anywhere. 

	P(no oil in all 3)
	= P(
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 and 
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 and 
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	= P(
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) ( P(
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	= (0.9)(0.9)(0.9)

	
	= 0.729.


So P(oil in at least 1 location) = 1 - 0.729 = 0.271.
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Conditional Probability

Example: One of the businesses that have grown out of the public's increased use of the internet has been providing internet service to individual customers; those who provide this service are called Internet Service Providers (ISPs). More recently, a number of ISPs have developed business models whereby they do not need to charge customers for internet service at all, by collecting fees from advertisers, and forcing the non-paying customers to view these advertisements. Jupiter Communications estimates that eventually 20% of web users will have a free ISP. 6% of all web users, it is estimated, will have both a free ISP and a paid ISP account. (Assume that an internet user must have at least one ISP.)

What proportion of internet users is expected to do the following?

a) subscribe to both a free ISP and a paid ISP.

b) subscribe only to a paid ISP.

c) subscribe only to a free ISP.

d) If a user has a paid account, what is the probability that he/she also has a free account?

In these simple calculations, we are making use of the conditional probability formula:

P(A|B) = P(A holds given that B holds) = 
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This relationship is known as Bayes' Law, after the English clergyman Thomas Bayes (1702-1761), who first derived it. Bayes' Law was later generalized by the French mathematician Pierre-Simon LaPlace (1749-1827).
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Often we make use of the equivalent formulae: 

	P(A ( B)
	= P(A|B)P(B) 

	or P(A ( B)
	= P(B|A)P(A).


Example: Exactly 100 employees of a firm have each purchased one ticket in a lottery, with the drawing to be held at the firm's annual party. Of the 80 men who purchased tickets, 25 are single. Only 4 of the women who purchased tickets are single.

a) Find the probability that the lottery winner is married.

b) Find the probability that the lottery winner is a married woman.

c) If the winner is a man, what is the probability that he is married?

We can use conditional probability to define independence. If two events A and B are independent, then P(A ( B) = P(A)P(B). In terms of conditional probability, this means: 

	P(A|B)
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Does this agree with our intuitive definition of independence?

Conditioning can also help us calculate probabilities of much more complicated events.

A Useful Probability Rule: Sometimes it is easier to determine the probability of an event A indirectly, using another event B. This can be a useful approach if the likelihood of A is dependent on whether or not event B occurs. For any events A and B, 

	P(A)
	= P(A ( B) + P(A ( 
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	= P(A|B)P(B) + P(A|
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Example: Take a deck of 52 cards. Take out 2 cards sequentially, but don't look at the first. What is the probability the second card you chose was a (?

The Monty Hall Problem

Monty Hall was the host of a popular TV game show called “Let's Make a Deal”. At the end of the show one of the contestants gets to choose one of three curtains. Behind one curtain there is a car and behind the other two curtains there is a goat (or something as valuable as a goat). The game proceeds as follows:

i) The contestant chooses one of the three curtains. 

ii) Monty opens one of the other two curtains to reveal one of the goats. 

iii) Monty asks if the contestant wants to change his/her original guess. 

The question is, is the contestant better off staying with his/her initial guess, or switching? The problem has had much publicity recently. Intuitively, it seems like it shouldn't make any difference whether you switch doors or not. Let's calculate the answer.

We define the event A = you win the car. The key to this problem is determining what events to condition on to make it easy to solve. Let R = you guessed right (the car) on your first choice, and 
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 = you guessed wrong (the goat) on your first choice.

We want P(A) under the two strategies, no switch and switch.

Strategy 1: No Switch 

	P(A)
	= P(A|R)P(R) + P(A|
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Strategy 2: Switch 

	P(A)
	= P(A|R)P(R) + P(A|
[image: image37.wmf]R

)P(
[image: image38.wmf]R

) 

	
	= 
[image: image39.wmf]÷

ø

ö

ç

è

æ

×

3

1

0

 + 
[image: image40.wmf]÷

ø

ö

ç

è

æ

×

3

2

1

 

	
	= 
[image: image41.wmf]3

2




Random Variables and Distributions

Random Variable: A numerical value determined by the outcome of an experiment.

Probability Function: The function P(X = x) is called the probability function of the random variable X because, for any value of x, it gives the probability that the random variable X takes on that value. The probability function of any random variable must satisfy:

1. P(X = x) ( 0, for any value x,

2. 
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, where the summation is over all possible values of x.

Example: “Chuck-A-Luck” is a game that is often played at carnivals and gambling spots. The player pays a dollar to play. Three dice are thrown and the object is to get as many sixes as possible. For the first six you win two dollars and for each six after that you win an additional dollar. Players often argue that this game is advantageous to them. They say that, since the probability of a 6 coming up on each die is 1/6, the probability that the player will win is: 

1/6 + 1/6 + 1/6 = 1/2. 

Thus, the player will win a dollar as often as he or she will lose one, and in addition will get an extra dollar when two 6s come up, and two extra dollars when three 6s come up. Are they right in believing that this game is advantageous to them? If not, what mistakes have they made?
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	Event
	Payoff
	Probability
	Weighted Payoff

	Roll 0 Sixes
	
	
	

	Roll 1 Six
	
	
	

	Roll 2 Sixes
	
	
	

	Roll 3 Sixes
	
	
	

	Total
	
	
	


Expected Value: The expected value (or mean or expectation) of a random variable X with probability function P(X = x) is
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where the summation is over all x that have P(X = x) > 0. It is sometimes denoted (X or (.

Variance: The variance of a random variable X with probability function P(X = x) is

Var(X) = 
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where the summation is over all x such that P(X = x) > 0. It is sometimes denoted (2(X) or 
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Standard Deviation: The standard deviation of a random variable X with variance Var(X) is 
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Insurance Example: Suppose you work for an automobile insurance company, and you want to design a theft policy for a family that owns two cars. We'll assume that the two cars are never in the same location at the same time and that once a car is stolen it is never recovered. The first car is a BMW 325i, and it is worth $30,000. The other car is a Geo Metro and it is worth $10,000. If any or both of the cars are stolen over the year, you will reimburse the owner fully. Let B, and M denote, respectively, the events of the BMW being stolen and the Metro being stolen.

If the dollar value of the claims made by this family in one year is the random variable X, how can we describe X?

What is the sample space for the next year?

Assume that P(B) = 0.07 and P(M) = 0.01. For our X, what is the probability function?

What is a fair premium for this policy? (Fair means setting the premium equal to the expected value of the claim.)

Expected Value Calculation

	Event
	Payoff
	Probability
	Weighted Payoff
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Standard Deviation Calculation

	Event
	Payoff
	Expected Value
	Error
	(Error)2
	Probability
	Weighted (Error)2
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Example (Risk): Consider the following 4 scenarios:

a) you get $5 with probability 1.0.

b) you get $10 with probability 0.5, or $0 with probability 0.5.

c) you get $5 with probability 0.5, $10 with probability 0.25 and $0 with probability 0.25.

d) you get $5 with probability 0.5, $105 with probability 0.25 or lose $95 with probability 0.25.

Verify that all of these have the same mean ($5), and that the standard deviations are as follows: (a) $0; (b) $5; (c) $3.54; (d) $70.71.

Example: A plant manufacturing TV sets has a fixed cost of $1 million per year. The gross profit from each TV set sold (that is, the price less the unit variable cost) is $20. The number of sets the plant sells per year is a random variable with expected value 100,000 and standard deviation 20,000. What is the plant's expected annual profit and what is the standard deviation of its profit? Let X represent the random number of TV sets sold, and let Y represent the annual net profit.

Is there an easier way to do this?

Linear Transformation Rule: If X is a random variable, and Y is a random variable such that in all cases Y = aX + b (for any numbers a and b). Then, 

	Expected Value 
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	Variance 
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	Standard Deviation 
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Counting Rules

Example: What is the probability of getting dealt a royal flush in spades (ace, king, queen, jack and ten of () with 5 cards? 

Combinations: The number of ways to pick x things out of a set of n (with no regard to order) is:
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where k! = k(k - 1)(k - 2) ... (2)(1). Note: k! is also known as “k factorial”. 

Bernoulli Processes and the Binomial Distribution

Example: An airline reservations switchboard receives calls for reservations, and it is found that when a reservation is made, there is a good chance that the caller will actually show up for the flight. In other words, there is some probability p (say for now p = 0.9) that the caller will show up and buy the ticket the day of departure.

Consider a single person making a reservation. This particular reservation can either result in the person on the flight (a success) or a “no show” (a failure). Let X (a random variable) represent the result of a particular reservation. That is, we could assign a value of 1 to X if the person shows up for the flight (X = 1), and let X = 0 if the person does not. Then, 

P(X = 0) = 1 - p   and   P(X = 1) = p. 

This is an example of a Bernoulli process, named for the Swiss mathematician James Bernoulli (1654-1705). A Bernoulli process is a sequence of n identical trials of a random experiment such that each trial:

(1) produces one of two possible complimentary outcomes that are conventionally called success and failure and 

(2) is independent of any other trial so that the probability of success or failure is constant from trial to trial.

Note that the success and failure probabilities are assumed to be constant from trial to trial, but they are not necessarily equal to each other. In our example, the probability of a success is 0.9 and the probability of a failure is 0.1.

The number of successes in a Bernoulli process is a binomial random variable. The probability that a binomial variable X will take on any particular value x is given by the binomial formula:

	
[image: image63.wmf](

)

p

,

n

x

X

P

=


	
[image: image64.wmf](

)

x

n

x

p

p

x

n

-

-

÷

÷

ø

ö

ç

ç

è

æ

=

1



	
	
[image: image65.wmf](

)

(

)

x

n

x

p

p

!

x

n

!

x

!

n

-

-

÷

÷

ø

ö

ç

ç

è

æ

-

=

1




If X is a Binomial(n, p) random variable, then

	Expected Value:
	E(X)
	= np

	Variance:
	Var(X)
	= np(1 - p)

	Standard Deviation:
	((X)
	= 
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The airline in our example is not particularly interested in the decision made by any one individual, but is more concerned with the behavior of the total number of people with reservations. Suppose each passenger carried on the plane provides a revenue of $100 for the airline and each bumped passenger (passengers that do not find a seat due to overbooking) results in a loss of $200 for the airline. If a plane holds 16 people, not including pilots and crew, how many reservations should be taken? 

One intuitive approach is to take 16 reservations, since the plane holds 16 people and each person who makes a reservation is highly likely to show up. If the airline takes 16 reservations, what is the probability that there will be at least one empty seat?

	P(at least one empty seat)
	= 1 - P(no empty seats)

	
	= 1 - P(all 16 people show up)

	
	= 1 - (0.9)16

	
	= 0.815


That means there is an 81.5% chance of having at least one empty seat! So the airline would be foolish not to overbook.

Let's analyze the number of people that will eventually show up on the day of departure. Say we take 20 reservations for a particular flight, let Y be the number of people who show up. So, Y is a binomial random variable that takes on an integer value between 0 and 20. What is the probability function or distribution of Y?

What is the probability that Y = 0? This is the probability that no one shows up, and assuming people do or don't show up independently,

	P(Y = 0)
	= P(person 1 is a no show, person 2 is a no show ... person 20 is a no show)

	
	= P(person 1 is a no show) ( P(person 2 is a no show) ... P(person 20 is a no show)

	
	= (1 - p) (1 - p) ... (1 - p)

	
	= (1 - p)20


What is the probability that Y = 1, or exactly one person shows up? The probability that the first reservation shows up and all others do not is p(1 - p)19. But this is only one possible way this could happen. The probability that the second person shows up but all others don't is also p(1 - p)19. It should be clear that all these various possibilities:

· have the same probability of occurring, and

· are mutually exclusive.

Since we are trying to determine the probability of the union of these 20 mutually exclusive events (we want any one of these many options to occur), we can add up their probabilities. There are 20 of these probabilities, and they are all equal, so:
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In general, the distribution of Y here is binomial, with n = 20 and p = 0.9:
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Using the binomial formula, we can determine the probability of any number of people with reservations showing up for the flight. What is the probability of getting exactly 16 passengers?

	P(Y = 16)
	= 
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	= (4845)(0.18530)(0.00010)

	
	= 0.08978


What is probability of getting only 5 passengers?

	P(Y = 5)
	= 
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	= (15504)(0.59049)(10-15)

	
	= 9.2 ( 10-12


This is one chance in 109 billion!!!!!!

If Y is a Binomial(n, p) random variable, then

	Expected Value 
	E(Y)
	= np

	Variance 
	Var(Y)
	= np(1 - p)

	Standard Deviation 
	((Y)
	= 
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In our case, what is the expected number of people who show up?

E(Y) = np = (20)(0.9) = 18.

What is the variance of the number of people who show up?

Var(Y) = np(1 - p) = (20)(0.9)(0.1) = 1.8

and the standard deviation is:

((Y) = 
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In order to determine the best strategy for the airline, we need to study the number of people bumped as well. These are the people who arrive at the flight and find that all the seats are taken. Consider B = number of people bumped. What is the distribution of this random variable? 

	Value
	Probability
	

	of B
	in terms of Y
	Actual Probability

	0
	P(Y ( 16)
	0.000 + ... + 0.002 + 0.009 + 0.032 + 0.090 = 0.133

	1
	P(Y = 17)
	0.190

	2
	P(Y = 18)
	0.285

	3
	P(Y = 19)
	0.270

	4
	P(Y = 20)
	0.122


Then the expected value of B is:

E(B) = 0.133(0) + 0.190(1) + 0.285(2) + 0.270(3) + 0.122(4) = 2.057

We must also determine the expected number of people who will ride on the plane. Note it is not always 16. Determining the expected value of the load L is difficult if we try to calculate directly using the probabilities. (Note that L is not a binomial random variable.) One simple trick here is to say that a person who shows up to the plane is either going to be bumped or will ride on the plane. So we must always have Y = B + L. Then L = Y - B. So 

E(L) = E(Y) - E(B) = 18 - 2.057 = 15.943.

Then with 20 reservations, the airline's total expected revenue (call this R, then R = 100L - 200B) will be 

E(R) = E(100L - 200B) = 100E(L) - 200E(B) = 100(15.943) - 200(2.057) = 1,182.81.

Similar analyses can be performed for a different number of reservations. We can use Excel to make a table of the possible scenarios when we make 20, 19, 18, 17 or 16 reservations. (Clearly, we would never want to make less than 16 reservations). The results appear on the following page, but you will find it useful to examine the original Excel spreadsheet, which is available on the course web site.

	
	No. of
	No. of
	No. of Reservations

	Y
	Passngrs.
	Bumps
	20
	19
	18
	17
	16

	0
	0
	0
	0.000
	0.000
	0.000
	0.000
	0.000

	1
	1
	0
	0.000
	0.000
	0.000
	0.000
	0.000

	2
	2
	0
	0.000
	0.000
	0.000
	0.000
	0.000

	3
	3
	0
	0.000
	0.000
	0.000
	0.000
	0.000

	4
	4
	0
	0.000
	0.000
	0.000
	0.000
	0.000

	5
	5
	0
	0.000
	0.000
	0.000
	0.000
	0.000

	6
	6
	0
	0.000
	0.000
	0.000
	0.000
	0.000

	7
	7
	0
	0.000
	0.000
	0.000
	0.000
	0.000

	8
	8
	0
	0.000
	0.000
	0.000
	0.000
	0.000

	9
	9
	0
	0.000
	0.000
	0.000
	0.000
	0.000

	10
	10
	0
	0.000
	0.000
	0.000
	0.001
	0.003

	11
	11
	0
	0.000
	0.000
	0.001
	0.004
	0.014

	12
	12
	0
	0.000
	0.001
	0.005
	0.017
	0.051

	13
	13
	0
	0.002
	0.007
	0.022
	0.060
	0.142

	14
	14
	0
	0.009
	0.027
	0.070
	0.156
	0.275

	15
	15
	0
	0.032
	0.080
	0.168
	0.280
	0.329

	16
	16
	0
	0.090
	0.180
	0.284
	0.315
	0.185

	17
	16
	1
	0.190
	0.285
	0.300
	0.167
	

	18
	16
	2
	0.285
	0.285
	0.150
	
	

	19
	16
	3
	0.270
	0.135
	
	
	

	20
	16
	4
	0.122
	
	
	
	

	
	
	E(Load)
	15.943
	15.839
	15.599
	15.132
	14.396

	
	
	E(Bumps)
	2.057
	1.261
	0.600
	0.167
	0.000

	
	
	E(Revenue)
	$1,182.81
	$1,331.76
	$1,439.87
	$1,479.87
	$1,439.55


In this case, the best strategy is to take 17 reservations.

Here is an abbreviated version of the spreadsheet model, with the Excel functions:
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Bumps
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0

0

0

0.000

0.000

0.000

0.000

0.000

1

1

0

0.000

0.000

0.000

0.000

0.000

2

2

0

0.000

0.000

0.000

0.000

0.000

3

3

0

0.000

0.000

0.000

0.000

0.000

4

4

0

0.000

0.000

0.000

0.000

0.000

16

16

0

0.090

0.180

0.284

0.315

0.185

17

16

1

0.190

0.285

0.300

0.167

18

16

2

0.285

0.285

0.150

19

16

3

0.270

0.135

20

16

4

0.122

E(Load)

15.943

15.839

15.600

15.133

14.400

E(Bumps)

2.057

1.261

0.600

0.167

0.000

E(Revenue)

$1,182.81

$1,331.76

$1,439.89

$1,479.97

$1,440.00

=BINOMDIST($A3,H$2,0.9,0)

=MIN(16,A4)

=MAX(0,(A6-16))

=SUMPRODUCT($B$3:$B$19,H$3:H$19)

=SUMPRODUCT($C$3:$C$19,H$3:H$19)

=100*H24-200*H25
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