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Part V: Hypothesis Testing

"That is Monsieur Descartes' basis, if I understand him correctly; to frame a hypothesis, then amass evidence to see if it is correct. The alternative, proposed by my Lord Bacon, is to amass evidence, and then to frame an explanation which takes into account all that is known."

 — Richard Lower (1631-1691).

Example: A drug company says they have invented a drug that reduces the temperature of the average human body with no noticeable side effects. The company claims that if a person's temperature is taken before and after taking the drug, there is a statistically significant decrease in body temperature. The FDA is going to test this drug to see if the claim is accurate. A random sample of 50 people is taken, and for each person i with body temperature T, the following statistic 
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How can the FDA determine whether or not the drug is effective at lowering body temperatures? If 
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 (the average of all the values for 
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) turns out to be a negative number, then that might suggest that the drug is effective. On the other hand, we should keep in mind that:

· 
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 (the sample mean) is really only an estimate of ( (the population mean), from sample data, and might vary significantly from the true (.

· Even if ( is in fact a positive number, sampling error might result in 
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 being negative.

· In fact, if ( is zero or even a positive number (meaning the drug does not lower people's body temperatures on the average), then there is some chance that the 
[image: image8.wmf]X

 from any one sample will be negative.

There are two possible mistakes we could make in this situation. 

· If we have a non-representative sample that results in a negative value for 
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 even though ( is really zero or positive, then we will incorrectly infer that the drug works when in fact it really doesn't.

· We could also have a non-representative sample that results in a positive (or zero) value for 
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 even though ( is really negative. In that case, we will incorrectly infer that the drug doesn't work when in fact it really does.

It would be good to have some sort of criterion for deciding whether or not the results of an experiment constitute sufficient evidence for us to conclude that the drug is effective or not. In this module we will learn one approach to developing such a criterion, the classical procedure for hypothesis testing.

The real question we need to ask is “Does the sample result deviate enough from 0 to virtually ensure that the true mean ( is less than 0?” That is, is our 
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 small enough to exclude the possibility of a “bad” sample giving us the wrong idea of (? And is our result statistically significant?

Preliminaries

We choose a “baseline hypothesis”, called the null hypothesis — denoted H0 — and its (mutually exclusive) counterpart, the alternative hypothesis, denoted HA. In this case:

	Null Hypothesis
	H0: ( = 0

	Alternative Hypothesis
	HA: ( < 0


Note the null hypothesis should really be H0: ( ( 0, but later on we will see why we can restrict ourselves to the case where ( = 0. A null hypothesis where the population parameter is assumed to be a specific value is called a simple hypothesis.

We will then perform a sampling experiment to decide if in reality H0 or HA is true. By convention, we will always assume H0 is true, unless there is overwhelming evidence in favor of HA.

We will establish some cut-off value for rejecting (or not rejecting) the null hypothesis. Then we will get data, calculate 
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, and then either don't reject H0 if 
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 is above the "cut-off" value, or do reject H0 if 
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 is below the cut-off value. For now, we will use the symbol ( to represent this cut-off value.

Errors:

Unfortunately, since we're relying on sample information, our decision is not always correct. What types of errors can we make?

	
	H0 is true
	HA is true

	Do Not Reject H0
	Correct Decision
	ERROR (Type II)

	Reject H0
	ERROR (Type I)
	Correct Decision


Type I: Reject H0 when H0 is in fact true (reject a true hypothesis).

Type II: Do Not Reject H0 when HA is in fact true ("accept" a false hypothesis).

Let ( = probability of a Type I Error = P(reject H0 | H0 is true),

( = probability of a Type II Error = P("accept" H0 | HA is true).

A “good” test method (i.e., a good cut-off value () would keep both error probabilities small. Unfortunately, only ( is under our control.

Classical Hypothesis Testing Procedure:

	1.
	Formulate Two Hypotheses
	The hypotheses ought to be mutually exclusive and collectively exhaustive. The hypothesis to be tested (the null hypothesis) always contains an equals sign, referring to some proposed value of a population parameter. The alternative hypothesis never contains an equals sign, but can be either a one-sided or two-sided inequality.

	2.
	Select a Test Statistic
	The test statistic is a standardized estimate of the difference between our sample and some hypothesized population parameter. It answers the question: “If the null hypothesis were true, how many standard deviations is our sample away from where we expected it to be?”

	3.
	Derive a Decision Rule
	The decision rule consists of regions of rejection and non-rejection, defined by critical values of the test statistic. It is used to establish the probable truth or falsity of the null hypothesis.

	4.
	Calculate the Value of the Test Statistic; Invoke the Decision Rule in light of the Test Statistic
	Either reject the null hypothesis (if the test statistic falls into the rejection region) or do not reject the null hypothesis (if the test statistic does not fall into the rejection region.


Temperature-reduction Drug Example, cont.

Step 1. Formulate Two Hypotheses

	Null Hypothesis: 

The new drug does not lower body temperature
	H0: ( = 0

	Alternative Hypothesis: 

The new drug does lower body temperature
	HA: ( < 0


Step 2. Select a Test Statistic

Our test statistic will be 
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	= our acceptable risk of a Type I error 
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	= the average change in temperature observed in our sample
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	= the null-hypothesized true population average change in temperature (in this case, zero)
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	= the sample standard deviation; an estimate of the population standard deviation
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	= the number of subjects in our study


In English, this test statistic is "the number of standard errors our sample data are away from the null-hypothesized mean".

Step 3. Derive a Decision Rule

The Greek letter Alpha (() represents the probability of a Type I error, also called the significance level of the test. z( is defined as the number of standard deviations in the standard normal distribution that has ( area to its right. So, z0.05 = 1.645, z0.025 = 1.96, etc... 

Equivalently: we reject H0 if 
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Our threshold value, then, is 
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What level of ( is acceptable to us? In other words, what level of risk of a Type I error are we willing to accept? If 
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 is really normally distributed, then we can never have 0% ( (remember that the normal distribution goes from negative infinity to positive infinity). By convention, we usually use 5% or 1% for alpha; let's use 5% for now.

We establish the cut-off value ( by seeing how many standard errors below the (null hypothesized) true mean correspond to a lower tail containing 5% probability. This would be 1.645 standard errors below the mean. In other words, if 
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 turns out to be more than 1.645 standard errors below the hypothesized mean, the we will consider this to be overwhelmingly strong evidence that the null hypothesis is false, and we will reject it. We do so knowing that there is still some small chance that we are making a Type I error.

In this case, the standard error for 
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 is estimated from sample data:

	
[image: image26.wmf]X

s


	
[image: image27.wmf]n

s

X

@



	
	
[image: image28.wmf]50

8

0

.

=



	
	
[image: image29.wmf]1131

0

.

@




We will reject the null hypothesis if 
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, where:
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	= our acceptable risk of a Type I error (in this case, 5%)
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	= is the standard normal value corresponding to 
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(in this case, -1.645)


Step 4. Calculate the Value of the Test Statistic; Invoke the Decision Rule 

Now we sample n = 50 people and calculate 
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. Let's say 
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Our test statistic is: 
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This value is farther away from the hypothesized mean than our cut-off value, and therefore we reject the null hypothesis and conclude that the drug really does lower body temperatures.

Working in reverse, we can see that our implied cut-off value is:
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This means we would have rejected the null hypothesis at any value of 
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 below -0.186. 

Our observation or sample value 
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= -0.21 is “significant” because it forces us to reject H0 (at significance level ( = 0.05). That is, if we are willing to accept a 5% chance of making a Type I error (rejecting H0 unjustly) then our observation is too far below zero to have come from the (null) hypothesized normal distribution with mean 0 and standard deviation 
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What if we had tried ( = 0.01? Then z0.01 = 2.326.

With the observation Z0 = -0.21 we would not have rejected H0 since -1.865 > -2.326. 

Our ( in this case is:
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Some thoughts about Type II Errors 

Recall that a Type II Error is what happens when we fail to reject a false hypothesis. In this case, that would mean "accepting" that the drug doesn't lower body temperature on the basis of sample data, when in fact the drug actually does lower temperatures. This could happen if a random sample happened to be different from the true underlying population.

(In reality, we never really accept any null hypothesis; we either reject it or we don't reject it. This seems strange at first, but is in fact the basis for the scientific method used to create knowledge in all physical and social sciences.)

Example: Say 
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 (the average change in body temperature in random samples of people) is actually normal with mean 0 and standard deviation 0.80. 

However, since HA: ( < 0, we have no specific way of calculating 

( = P("accept" H0 | HA is true) = P(
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 > -1 | ( < 0),

since we have no value of ( to use (0.5, 1.0, 1.5?). In general, we will not be able to tell what ( is. However, the Neyman-Pearson Lemma (1932) assures us that if ( is given and fixed, then our threshold type policy gives us the lowest possible (.

So, we'll fix ( (at say 5%); that is, we set our acceptable level of Type I error at 5%. We will be wrong (make an error of Type I) only 5% of the time.

The test procedure is as follows: Let the null hypothesis be H0: ( = (0 (where (0 is just a specific number). If H0 were true, then 
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 is a standard normal random variable. Therefore, the following policy will ensure a probability of Type I error of at most (:

	The optimal policy for testing
	H0: ( = (0

	against
	HA: ( < (0

	is to reject
	H0 if z0 < -z(


p-values 

The p-value (probability value) of a test is the probability of observing a sample at least as “unlikely” as ours. In other words, it is the “minimum level” of significance that would allow us to reject H0.

Example: In the previous example, our 
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= -0.21 and our z0 = -1.856. Therefore: 

	p-value
	= P(z < z0) 

	
	= P(z < -1.856) 

	
	≈ 0.0314


So, with ( = 0.04, we would have rejected H0, but with ( = 0.03, we would not have rejected H0. 

What if we had tested H0: ( ( 0 vs. HA : ( < 0 at significance level (? Using the same decision rule, we would guarantee that if the population mean was more than 0, we would be even less likely to reject the null hypothesis (because if ( were more than 0, the area under the normal curve to the right of ( would be even smaller). Therefore, using the same decision rule guarantees a probability of at most ( of rejecting the null hypothesis when it is actually true, instead of exactly ( (when H0: ( = 0).

	The optimal policy for testing
	H0:( ( (0

	against
	HA:( < (0

	is to reject H0 if
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	Or, in other words, if
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A p-value is the smallest ( at which H0 can be rejected.

Consider the same type of test, in the other direction:

Example: An oil company introduces a new fuel that they claim contains, on average, no more than 150 milligrams of toxic matter per liter. A consumer group wants to test this at the ( = 5% significance level. What is the test? 

Let ( be the actual amount of toxic matter in a liter of fuel and assume that the amount is normally distributed with mean ( and standard deviation 25. We want to test 

H0: ( = 150 vs. HA : ( > 150.

We will assume the oil company is telling the truth unless there is sufficient evidence to conclude otherwise. (We assume a simple null hypothesis for the same reasons described earlier.) We sample 55 separate liters of this fuel and get an 
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 of 154.1 milligrams/liter. 

If the null hypothesis were true, then 
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 should be a standard normal random variable. Therefore, we should be suspicious if 
[image: image56.wmf]a

z

X

>

-

55

25

150

.

In our case, 
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, and therefore we cannot reject H0. Another way to think about this is to calculate 
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Since our observed value is 154.1, we cannot reject H0. There is not enough evidence to conclude that the oil company is lying.

What is the p-value of this test? Our z0 value for this test is 
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The p-value of the test is the value of ( such that z(= 1.22. It so happens that this z corresponds to a tail probability of 0.1112.

At any significance level above 0.1112 we would reject the claim, and at any significance level below (as in this case) we would not reject H0. 

	The optimal policy for testing
	H0: ( ( (0

	against
	HA: ( ( (0

	is to reject H0 if
	z0 > z(


NOTE: In all the cases above, we have assumed the variances were known. If the variances are not known but the samples are large, we can replace (  with s. In addition, for large samples, we don't even need to assume a normally distributed population. 

Hypothesis Tests for Proportions

Example: Michelle Garcia works in the direct mail department at a famous magazine. She employs a variety of promotions to convince subscribers to sign up for another years’ worth of magazines. For example, she sometimes mails an offer to existing subscribers, telling them that if they re-subscribe by a certain date they will receive a special booklet of useful information gleaned from articles previously published in the magazine.

Michelle is always looking for ways to increase the response rate from these promotions. Now she is conducting a test to see whether a vinyl 3-ring binder would work better than the booklet she has been using. The booklet has a historical response rate of 0.10, meaning that 10% of those people who receive the booklet offer actually do re-subscribe.
The binder would be more expensive than the booklet, so Michelle is interested to see whether the binder’s response rate would increase above the 0.10 level for the booklet.
Should Michelle switch to the binder? This question can be answered using a hypothesis test for a single proportion. 
Hypotheses:

Let p be the true population proportion of people who would respond to the vinyl binder promotion. We’ll do a one-tailed test: 

H0: p = 0.1 vs. HA : p > 0.1

Test Statistic:

The 0.1 here is sometimes called p0. When testing hypotheses involving proportions we rely on the fact that when the sample is large and the null hypothesis is true, 
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 is a standard normal random variable.

Decision Rule:

If Michelle is using an alpha of 0.01, then she will reject the null hypothesis if z0 is greater than 2.33.

Calculating the Test Statistic:

Our sample proportion 
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 is 733/6486 = 0.1130.

Plugging in our numbers (using p0 = 0.1) we get 
[image: image64.wmf](

)

6486

/

1

.

0

1

1

.

0

1

.

0

1130

.

0

0

-

-

=

z

 = 3.49. 

We reject the null hypothesis. We conclude that these data constitute enough evidence to say that the binder’s response rate is greater than 10%. 

The p-value of this test is 0.5 - 0.4998 = 0.0002.

Testing for Differences in Two Populations

Example: A marketing firm is studying the effect of background music in a particular television advertisement. A random sample of 154 people was shown the advertisement with classical music in the background, and another random sample of 199 was shown the advertisement with pop music in the background. Each person in the two groups then gave a score from 0 to 10 on their image of the product being sold (0 meaning very bad and 10 meaning very good). The group that listened to the classical music ad gave an average score of 7.44 with a standard deviation of 1.8. While the pop music group gave an average score of 7.84 with a standard deviation of 1.2. Test whether there is any significant difference between the effectiveness of the two advertisements at the 5% level.

Let (X be the actual mean score for the ad with the classical music, and let (Y be the actual mean score for the ad with the pop music. Then, we want to test 

H0: (X = (Y vs. HA: (X ( (Y.

What data do we have? We know 
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 = 7.44 and sX =1.8, 
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 =7.84 and sY = 1.2. (Since the samples are large, we can assume that the sample standard deviations are good estimators of the true standard deviations.) 


[image: image67.wmf]Y

X

-

 is our best estimate of (X - (Y, and we know that:
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Using all of this information, the Central Limit Theorem tells us that
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is a standard normal random variable.

If the null hypothesis is true, then (X = (Y, and therefore z0 = 
[image: image70.wmf]Y

Y

X

X

n

s

n

s

Y

X

2

2

+

-

 is a standard normal random variable, and we can use this to make our decision: 

Reject H0 if z0 < - 
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In this case, we calculate Z0 = 
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Since 
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 = z0.025 = 1.96, we reject the null hypothesis. That is, there seems to be enough evidence to conclude that the pop music works better. The p-value of this test is the value of ( such that 
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 = 2.38, which is 2(0.5 - 0.4913) = 0.0174. (At a significance level of 2% we would have rejected the null hypothesis. But at the 1% level we would not have rejected.)

Testing for Differences between Two Proportions

Example: 

Recall our example above about Michelle Garcia, in which we performed a test to see whether the response rate on her new direct mail campaign.

In real life Michelle would never know for sure that the true population response rate for the booklet is exactly 0.10. It is more likely that she would be estimating response rates for both the binder and the booklet with sample data, and doing a hypothesis test for the difference between two proportions.
The test for the difference between proportions is trickier than the others we’ve seen, so let’s take it step by step:

1. Formulate Two Hypotheses

If we let X represent the vinyl binder and Y represent the booklet, then our hypotheses are:
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2. Select a Test Statistic

Recall that we always perform hypothesis tests under the assumption that the null hypothesis is true. In this case, that would mean that the two population proportions are equal. If the null hypothesis is true, then there isn’t a pX and a pY; there’s just a single common proportion that we’ll symbolize with p0. 

This has implications for the standard error for the difference between two sample proportions (the denominator in our test statistic):
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One more issue: All of the numbers in that formula are known except p0. What are we supposed to plug in for that?

The best we can do is estimate what the common pooled proportion would be if the null hypothesis were true. Our best estimate of this true common proportion (call it 
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) is a weighted average of the two sample proportions, where the weights are the two sample sizes:
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Our test statistic is:
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3. Derive a Decision Rule

Assuming we want to have an alpha of only 1%, we will reject H0 if the absolute value of z0 is greater than 2.33.

4. Calculate the Value of the Test Statistic; Invoke the Decision Rule in light of the Test Statistic

Let’s assume Michelle sets up an experiment, and collects the following data:
	
	Vinyl Binder (X)
	Booklet (Y)

	Number of Offers Sent
	6486
	6412

	Number of Re-subscriptions
	733
	630


For the binder:
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For the booklet: 
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Our estimate of the true common proportion:
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We reject the null hypothesis; the observed response rate for the binder is significantly greater than the response rate for the booklet at the 1% level of significance.

Z and T Functions in Excel

Standard Normal Distribution (Z)
Finding a Value, Given a Probability

Sample Problem 1: A market researcher wants to estimate a 95% confidence interval for the mean number of years of school completed by residents of a particular neighborhood. A simple random sample of 90 residents is taken, the mean number of years of school completed being 8.4 and the sample standard deviation being 1.8.

The appropriate z for this interval is 1.96, found by looking in the standard normal table.
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Excel Solution with NORMSINV or NORMINV:
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LCL
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=NORMSINV(1-((1-B4)/2))

=B1-B7*(B2/SQRT(B3))

=B1+B7*(B2/SQRT(B3))

=NORMINV((1-B4)/2,B1,B2/SQRT(B3))

=NORMINV(1-((1-B4)/2),B1,B2/SQRT(B3))


Notes: 

The “S” in NORMSINV refers to “standard”, as in Standard Normal Distribution.

These functions assume you are talking about the cumulative probability from negative infinity up to the value. It can be tricky to get an upper tail value, as you can see in B13 of the spreadsheet shown above. 

· We had to use NORMSINV(1-((1-B4)/2)) to convert the confidence interval probability range of 0.95 into the z-value of 1.96 in cell B7.

· We had to use NORMINV(1-((1-B4)/2) to get the upper 0.025 tail in cell B13.

Finding a Probability, Given a Value

Sample Problem 2: A marketing firm would like to know the number of hours per week that teenagers spend watching television in a particular city. Suppose that the number of hours watched per week (by the teenagers of the city) has mean ( = 15 and ( = 5 and they are normally distributed. What is the probability that with a sample of 40 teenagers, we will find 
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 less than 14 (thereby underestimating the amount of time spent watching TV)?
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Excel Solution with NORMSDIST or NORMDIST:
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=NORMSDIST(B6)
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Note:

The NORMDIST function has a fourth argument, which gives you a choice between the cumulative area under the curve from negative infinity up to the value (1), or the height of the curve at the value (0). We will be using the cumulative probability, so this argument should always be “1” for our purposes.

Student’s T Distribution
Finding a Value, Given a Probability

Sample Problem 3: A beer distributor claims that a new display, featuring a life-size picture of a well-known athlete, will increase product sales in supermarkets by an average of 50 cases in a week. For a random sample of 20 supermarkets, the average sales increase was 41.3 cases and the sample standard deviation was 12.2 cases. Test at the 5% level the null hypothesis that the population mean sales increase is at least 50 cases, stating any assumption you make.

Formulate Hypotheses:

	H0: (
	( 50

	HA: (
	( 50


Create Decision Rule:

Note that t(19, 0.05) = 1.729, found by looking in the Student’s t Table.
	Reject H0 if
	t0  < -1.729


Calculate Test Statistic:

	t0
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Decision:

Reject H0 at the 5% level.
[image: image119.jpg]Test Statistic =-3.189

Critical





Excel Solution with TINV:

We can get the critical value for our test from the TINV function:
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Note: TINV is oriented to an upper tail calculation; in this case we had to insert a minus sign in front of the formula in B4 to get a value in the lower tail.

Finding a Probability, Given a Value
Sample Problem 4: What is the p-value associated with the beer distributor’s hypothesis test in Sample Problem 3 above?

Note that we don’t have any good way to find a precise p-value without Excel.

· We could use the Standard Normal Table, but it doesn’t go as far away from the mean as our value of -3.19.

· We could use a special z table like www.columbia.edu/~dj114/z-table2.doc and get an estimate of 0.00071. This will always be an under-estimate, especially for small sample sizes.

· We could use a special t table like www.columbia.edu/~dj114/t-table2.doc and get an estimate of somewhere between 0.0024 and 0.0029. This is fairly crude, unless our t value is close to one of the values in the left margin of that table.

Excel Solution with TDIST:
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Note: TDIST can’t deal with negative values of T. We used ABS to get the absolute value of our T in cell B9.

Ethics Application: Hypothesis Testing

Example 1: Jury Selection

In theory, panels of jurors should be drawn at random from a list of eligible citizens. In the southern states in the 1950s and 1960s, few African Americans were found on jury panels. This led some defendants to charge that they had not received a fair trial due to racial bias in the selection of the jury.

A famous case: Whitus v. Georgia 385 U.S. 545 (1967):

· African Americans constituted 27% of the tax digest from which juries were selected.

· In a panel of 90 jurors, there were 7 African Americans.

Could this be the result of pure chance?

Two Solution Methods

1. Using the Normal Approximation to the Binomial

Let X represent the number of African Americans out of 90 jurors.

Assuming the true p is 0.27, the expected value of X is 
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The probability that X will be 7 or fewer can be determined:
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Conclusion: It is extremely unlikely that a jury of this composition could result from a random selection from a population containing 27% African Americans.

2. Exact Binomial Solution in Excel

Here’s one way to set this up in a spreadsheet:
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=SUM(BINOMDIST(A13,$B$1,$B$2,1))


As always, it’s useful to try to present the situation graphically:
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We could shade in the bars in this binomial probability density function graph associated with 7 or fewer African American jurors, but those probabilities are so small that they are indistinguishable from the horizontal axis.

Example 2: Medical Referrals

Here are data from a study published in the New England Journal of Medicine
, in which the authors explored whether costs of medical services differed depending on who referred the patient to the service provider. The term “Self-Referral” means that the patient was referred by a facility in which the service provider has a financial interest, whereas “Independent Referral” indicates that the patient came to the provider by some other means.

Here are cost data (in U.S. dollars) for three different types of medical services

	
	
	Physical Therapy
	Psychiatry
	Magnetic Resonance Imaging

	Self-Referral
	Mean
	404
	2056
	976

	
	StDev
	102
	1063
	226

	
	n
	1017
	155
	315

	Independent Referral
	Mean
	440
	1680
	990

	
	StDev
	167
	578
	170

	
	n
	240
	65
	187


Should this be a one-tailed or two-tailed test?

Is there evidence to suggest that the average cost is higher for Self-Referred patients? 

Should this be a one-tailed or two-tailed test?

The underlying allegation or theory seems to be that Self-Referred patients might be charged more money, so it makes sense to set this up as a one-tailed test.

(If the question was merely whether the two means are different from each other, we would use a two-tailed test.)

Is there evidence to suggest that the average cost is higher for Self-Referred patients? 

Using our test for the difference between two population means, let’s let X represent the Self-Referred population and Y represent the Independent population.

If the null hypothesis is true, then 
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. We’d like to see if the actual data are consistent with this hypothesis. Here we use the Physical Therapy data as an example:

1. Formulate Two Hypotheses

	H0:
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2. Select a Test Statistic
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3. Derive a Decision Rule

If we use an alpha of 0.01 in an upper tailed test, the appropriate cutoff value is 2.32. We will reject the null hypothesis if the test statistic is greater than 2.32.

4. Calculate the Value of the Test Statistic; Invoke the Decision Rule in light of the Test Statistic 
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We do not reject the null hypothesis. There is insufficient evidence to conclude that Self-Referred patients pay more than Independent Referral patients.

There would be sufficient evidence here to conclude that Self-Referred patients actually pay less than Independent Referral patients, but that is not how we set up the test. It is bad science to change the hypotheses after seeing the data!

Using Excel:
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It is a good idea to practice with the NORMSDIST and NORMSINV functions; they are tricky.

The conclusions one might draw from these data are

· Self-Referred patients actually pay less than Independent Referral patients for Physical Therapy

· Self-Referred patients pay more than Independent Referral patients for Psychiatry

· There is no significant difference in the average payment for MRI services.

� Swedlow et al. Increased Costs and Rates of Use in the California Workers’ Compensation System as a Result of Self-Referral by Physicians. The New England Journal of Medicine, Nov. 19, 1992, pp. 1502-1506.
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