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Whole-brain functional imaging of Caenorhabditis elegans has been recently introduced to enable the mea-
surement of neural activity at unprecedented temporal and spatial resolution [1]. Obtaining a complete mea-
surement of neuron positioning and activity enables the study of a wide range of hypotheses including the
identification of brain-wide dynamic networks involved in action sequences and decisions, decoding of ner-
vous system responses to repulsive and attractive stimuli from distinct modalities and monitoring of neuronal
identity, to reveal neuronal-fate defects in mutation scenarios [2]. However, a significant analysis bottleneck is
the identification and segmentation of neurons which has so far been done manually. A novel transgenic strain
of C. elegans called “NeuroPAL” (a Neuronal Polychromatic Atlas of Landmarks) has introduced differen-
tial fluorescent coloring of neurons to help resolve unique neural identities [3]. Here, we present a statistical
pipeline for joint segmentation and labeling of neural identities in the NeuroPAL images. We formulate the
segmentation problem as a posterior inference over the latent variables of a Bayesian Mixture Model and show
that the neural labeling arises naturally from our formulation. We further present a novel technique to constrain
the posterior distribution in the expectation-maximization (EM) algorithm based on optimal transport princi-
ples and illustrate that our method outperforms naive EM and achieves superior qualitative and quantitative
results.

Additional Detail
EM Algorithm: A typical mixture model can be written as follows: P (X, θ) =

∑K
k=1 πkPk(X|θ)P (θ).

Where the P (θ) represents our prior information about the model parameters. To find the maximum like-
lihood estimate of the model parameters an assignment variable Z is introduced such that it assigns each
observation to one of the mixture components. Instead of maximizing the original log likelihood which
cannot be derived analytically, we maximize the expected complete log likelihood where the expectation
is taken under the posterior distribution of the assignment variable. It is previously shown that this func-
tion lower bounds the log likelihood and maximizing it is equivalent to maximizing the likelihood function.

P (X|Z = k) = Fk(X)

Q(θ|θn) = EPθn (Z|X)[logPθ(X|Z)]

E-step: evaluate Q(θ|θn)

M-step: solve θn+1 = argmax
θ

Q(θ|θn)

The E-step consists of computing a matrix γ known as responsibility matrix with γkj = P (Z = k|Xj, θ).
By definition the row sum of this matrix is 1, however in the vanilla EM algorithm, the only way to control
the column sum of this matrix is through the constraints on component proportions or distribution specific
component parameters (such as covariances for the Gaussian distribution). Both types of constraints effectively
act as regularization on γ matrix.

Figure 1: Schematic of EM-Sinkhorn algorithm for
joint segmentation and labeling of C. elegans Neu-
roPAL images. We use pre-trained statistical atlas
as a prior distribution for cell centers and colors and
constrain the posterior distribution of the assignment
variable using Sinkhorn algorithm.

Hard constraining γ matrix using Sinkhorn algorithm: In ap-
plications such as image segmentation, often there exists a rough
count of pixels for each component. To incorporate this infor-
mation into the EM algorithm we explicitly enforce hard con-
straints on the column sum of γ matrix while keeping the row
sum normalized to one. In each iteration of EM we aim to find
a matrix γ̂ that is close to γ while satisfying

∑
j γkj = 1 and∑

k γkj = Kαj with predetermined αjs that sum to 1. The
αj encodes our prior knowledge about the expected number of
observations for component j. Introduced by [4], the Sinkhorn
algorithm efficiently solves this constrained problem by itera-
tively normalizing the row and column of γ matrix to the desired
values (Fig. 1). Theoretical results guarantee the convergence of
this algorithm to the optimal solution in the constrained set. We
observed that in practice the constraints on row and column sum
not only stabilize the optimization process but they improve the



log likelihood while resolving shrinking and exploding covariances of the naive EM algorithm.

Segmentation: The segmentation of the neuronal identities in the images of model organism C. elegans has
applications ranging from mutant analysis and cell-fate tracking through developmental stages to extracting
calcium signals from living and behaving animals. Here we describe how the proposed method can be used
to efficiently identify the regions in the image corresponding to each cell in 3-dimensional space. Because of
the stereotypical nervous system of C. elegans the location of each neuron relative to the worm body is nearly
identical across worms with some variability. By taking advantage of this stereotypy the authors of [3] train
a statistical atlas that encodes the canonical positions and the colors of the neurons in the form of a Gaussian
Mixture Model with equal proportions. We use the pre-trained statistical atlas and treat it as a prior distribu-
tion over the cell centers and colors to jointly segment and label the observed image by finding the maximum
likelihood estimation of a Gaussian Mixture Model with the prior given by the atlas. Each observed image is
a 4-dimensional tensor where the first 3 dimensions are spatial coordinates x,y,z and the 4th dimension repre-
sents the color channels. We reformat the data into N tuples Xi = (li, ci) ∈ R3+C where li = (xi, yi, zi) ∈ R3

corresponds to the location of pixel i. C is the total number of color channels and ci = (c1i , . . . , c
C
i ) is a vector

indicating the color intensity of pixel i. To dissect the neurons from noise pixels and non-neuronal compo-
nents such as lysosomes and gut cells we further add a few components that are uniformly distributed in space.
In summary, the functional form of the distributions that we use for the cell segmentation is as following:

P (X, θ) = N (µ|µa,Σa)
K+B∑
k=1

πkPk(X) Fk(X = [l, c]) =

{
N (l|µk,Σk) k ≤ K

U(l|lmin, lmax)N (c|µk,Σk) k > K

Figure 2: Qualitative results on neuron segmentation in a NeuroPAL image
(middle panel) using EM (top panel) and EM-Sinkhorn (bottom panel) algo-
rithms. Each segment is represented in the same color as the corresponding
neuron.

Where θ = {µ1:K ,Σ1:K} is the model pa-
rameters. Components K + 1 to K +
B represent noise components in differ-
ent colors, in practice, we found that 3
noise components can capture the noise
and outlier pixels accurately.

Results: We ran our algorithm (EM-
Sinkhorn) on 4 images of the tails of C.
elegans and compared the results against
naive EM algorithm without column sum
constraints. Although in some cases EM
achieves a better log likelihood but the
results show that incorporating our prior
knowledge about the pixel counts per
component provides a better segmentation
(which is given by the posterior distribution over Z or the γ̂ matrix) and neuronal identification (which is given
by the cell centers µ1:K) as shown in Figs 2, 3

Figure 3: Quantitative results on neuron identifica-
tion in 4 NeuroPAL images. In all 4 cases the accu-
racy (defined as how close the identified centers are
from their true centers annotated by a human expert)
of EM-Sinkhorn is greater than naive EM.
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