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ON THE PERIODIC IMAGES OF START-UP IN REPETITIVE CONTROL®

Richard W. Longman' and Jiangcheng Bao'

Repetitive control (RC) cancels the effects of a periodic disturbance to a control system, e.g.
in an active isolation mount for high precision pointing equipment to eliminate vibrations
from a momentum wheel. RC adjusts the feedback control command based on the error one
period back. At start up, the command normally has a jump discontinuity, which propagates
forward each period. It also spreads each period by the time delay through the digita
feedback control system. Such a periodic discontinuity has high frequency content, and
typicaly the learning in repetitive control can be slow or cut off at high frequencies. Simple
RC laws as well as several important classes of more sophisticated RC laws involving
compensators and non-causal zero-phase low-pass filters are studied to see how they handle
this discontinuity. The nature of the propagation and its decay is investigated. Methods are
developed to prevent or reduce the appearance of such discontinuities.

INTRODUCTION

Repetitive control (RC) is arelatively new field within control theory that aims to make adjustments to
the command to a feedback control system so that zero tracking error can be achieved in the presence of a
periodic disturbance of known period [1-7]. An important spacecraft problem that can be addressed by RC
is building active vibration isolation mounts for precision pointing instruments on spacecraft having
internal rotating parts, such as a momentum wheel or a cryo pump. The methods can aso be used when
there are multiple unrelated disturbance periods, as in the case of the use of control moment gyros or
reaction wheels in spacecraft [8,9]. The same RC law that eliminates the influence of periodic disturbances
of a given period will converge to zero tracking error in following a desired periodic command. This can
have applications to periodic scanning maneuvers for spacecraft sensors.

RC designs adjust the command given to a feedback control system every time step based on the error
observed in the previous period. The simplest form can be expressed as follows, if the output was two units
too low one period back, increase the current command by that amount. Or one can be less aggressive and
change the current command by some fraction of the previous error, where the fraction used is called the
repetitive control gain. This RC law works for first order systems, but for more general systems it is
unstable. Stabilization is accomplished by designing a compensator that modifies the phase of the
adjustments to the command. In addition, a non-causa zero-phase low-pass filter can be used to cut off the
learning process above some cutoff frequency, in order to supply stability robustness.

If one were to make a repetitive control system that functions in continuous time, then the governing
equations would create a differential-difference equation, i.e. a differential equation for the system, but the
control law includes a pure time delay when it uses to the error observed one period back. The initia
conditions for a differential difference equation necessarily include the usual initial conditions for the
differential equation of the feedback control system, but in addition one needs an initial function as an input
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that specified what the input is over the first period. Of course in practice one must use a digital control
system since one must store the data for one period of time for use in the control updates. The period of the
disturbance is often a large number of time steps, which creates very high order difference equations
governing the behavior of an RC system. Although converting to a digital control system blurs the
distinction between the two types of initial conditions, the same general properties still apply.

At the time step when one first turns on a repetitive controller, the error one period back is most likely
not zero. Some control laws use error information for only one time step in the last period, others use more.
In either case, it will generically be true that the computed initial correction to the command given the
feedback controller will make a jump in this command. One period later, the RC law uses this command
with the jump in it, and makes another adjustment based on the error observed. Thus, the image of start-up
will propagate every period into the future. For an asymptotically stable repetitive control system, the error
and the jumps will asymptotically approach zero. However, a jump discontinuity has content at high
frequency, and RC systems may learn slowly at high frequency and the learning process may be cut off
above some frequency. This paper investigates the nature of the images of startup as they propagate from
period to period, and seek methods of eliminating them. This work follows on from an initial study of this
phenomenon presented in [10]. Some of the same issues are studied but in more detail, and the behavior for
important classes of repetitive control laws are studied.

First, the behavior of the images of startup is studied for the simplest RC law. This gives a clear picture
of the behavior without having to decide what part of the behavior is fundamental and what part is related
to the compensators and filters that more sophisticated RC laws introduce. This necessitates examination of
first order systems in order to have a stable RC problem. From this study, methods of eliminating or
attenuating the images of startup are presented. Then what might appear to be the ideal compensator, the
inverse of the system dynamics, is studied for the classes of systems that the method can address, first and
second order systems. Then we investigate several broad classes of RC design methods that are generally
applicable to any linear system. Images of startup are studied for the easy to use and very effective RC
compensator design method of [11,12] that employs a linear optimization problem in the frequency
domain. The influence on startup image propagation of the zero-phase low-pass filters used for robustness
[13] isthen investigated, and its use is studied both when applied to the method of [11] and when applied to
the simple linear phase lead designs with a cutoff [14,15].

MATHEMATICAL FORMULATION

In the numerical studies performed here, we consider three different digital feedback control systems, a
first order system, a second order system, and a third order system, with transfer functions denoted by
G,(2), G,(2), G5(2), respectively. These transfer functions are computed by feeding the following
continuous time transfer functions through a zero order hold sampling at 200 Hz sample rate (sample time
interval T =1/200 seconds), and synchronously sampling the outputs

G a G $ 11(2) ! G $ a |$ ng ' 1
9=—— : Gy(9=& ; G3(9=g——)&
(9 s+a 29 op° +2#," Os+"§% 30 %+a2%2+2#0" oS+ g% &)

where a=8.8 ", =237, #,=0.5. Oneiseither interested in canceling the effects of a periodic disturbance
v(K), where k denotes the time step, or obtaining perfect tracking of a periodic desired output y* (k), or
both when both have the same period given as p time steps. Wherever the periodic disturbance enters the
feedback control system, there is an equivaent periodic disturbance that one can add to the output of the
transfer function x(k) (or in z-transform version X(2)), to form the system output y(k) or Y(2), and thisis
the v(k) or V(z).Hence

Y2)=G @U@ +V(@2)=X2+V(2 (2



The simplest form of repetitive control as described in the introduction, adjusts the command u(k) to the
feedback control system every time step according to
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where " is the repetitive control gain, and e(k) =y* (k)" y(k) represents the error, the desired output
minus the actual output. The one time step added to the argument of e reflects the delay of the system
between the time step when an input is changed and the time step it first influences the sampled output.

Let us examine in more detail repetitive control using (3) on thefirst order system
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Examine the initial conditions needed to start up the repetitive controller (3) at time step k, applied to
system (5). Since (5) is a first order difference equation, nature supplies one initial condition for x.
However, in order to know the input u(k) to use at time step k, one needs to know what the command was
p time steps previously, u(k — p), and one needs to know what the measured output was p" 1 steps back,
y(k" p+1). As time steps progress, one needs to have available in memory these same quantities for al
more recent time steps as well. Hence, the feedback control system (5) must have been operating for these
p time steps before one can start the repetitive controller. It is natural to supply the commands u during this
period as the desired output y* of the feedback system, which might be zero in the case of aregulator. Then
when the repetitive control law (3) is first used to modify the command at time step k, the input changes
from what would have been used y* (k) =y* (k" p)=u(k" p), to u(k)=y* (k)+"e(k# p+1). Unless
this added term happens to be zero, there is a step discontinuity in the command input at startup.

This discontinuity propagates in two different ways. First, when u(k+ p" 1) is computed using (3) it
contains u(k" 1) which is just before the discontinuity, and when u(k + p) is computed, it contains u(k)
which is just after the discontinuity. Hence, the image of the startup discontinuity appears every p time
steps in the command updates. The second method of propagation occurs through the error term. The step
change in u at time step k, produces a change in the error e at time step k+1, and this step change will be
reflected as a step change in the command input u(k+ p+1), occurring one time step later because of the
one time step delay going through the feedback control system. And this mechanism propagates with a
period of p+1 time steps, spreading the influence of the startup to more and more steps as the repetitions
progress.

The next section studies precisely the situation just discussed, observes how the image of startup
propagates, and presents some methods of decreasing or eliminating the discontinuities from startup. Then
more general repetitive control laws are studied using more generally applicable repetitive control laws of
theform

U@ =z P[U@)+F@E@)] (6)

expressed in terms of z-transfer functions. Compared to (3), this RC law has been generalized by replacing
"z by a compensator F(2). In situations where the inverse of the discrete time transfer function of the
system is stable, one can pick F(2) asthe system inverse, which isin some respects the ideal compensator.
A very effective method approximates the inverse of the system frequency response instead of the system



itself, using an FIR filter that is simply a linear combination of measured errors at chosen time steps in the
previous period [11,12]. The compensator takes the form
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The z° term corresponds to the error one period back, e(k" p), and terms are included both forward and
backward from this time. Experience in [11] indicates that after picking the number of errors included, n,
then m should be chosen to equal 1+ n/2 when niseven, and 1+ (n+1)/2 when nis odd, for systems with
aonetime step delay through G(2) . The coefficientsin (7) are chosen to minimize
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The asterisk indicates complex conjugate, the W; are weighting functions that are chosen as unity in the

present study, and the sum is taken over 180 frequencies from zero to Nyquist. Using 12 gains in (7) is
sufficient to approximate the frequency response to within 1.5% error.

In applications, it is often useful to introduce a frequency cutoff in the repetitive control law, by
passing the updated command through a zero-phase low-pass filter. Reference [13] presents a method of
designing such a low pass filter H(z) analogous to the compensator designed above. The filter has the
same structure as F (2) above, except that n is chosen to be an odd number, and the number of forward and
backward gains must be equal, so that one obtains zero phase. The gains are chosen to minimize
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The first sum is over the passband which ends with the frequency " ; with subscript j., and the second
sum is over the stopband, and weights Wj ,\7j can be adjusted to change the relative importance of each.
Two such filters are considered here, one using 51 gains with all equal weights, which has ripples in both
the stopband and the passband. The second used modified weights equal to W; =5 in the passband and
\7j =0.001 in the stopband, and the ripples in the passband are not easily visible to graphical accuracy,
while the ripples in the stopband are increased.

When this filter is used on the updated signal before it is applied to the system, the repetitive control
law takes the form

U@ =z PH(D[U@) +G()F (2)] (10)

When such a cutoff is present, then the simplest RC law (3) with F(z) ="z can be used up to some
necessary cutoff frequency when the phase lag through the system starts to approach 90 degrees. A very
simple compensator can substantially increase the needed cutoff frequency, by simply picking the error at
some time step forward of that in (3). In this case, F(z) =¢z’, where the integer " is chosen to maximize
the frequency range up to the cutoff. Such adesign is called alinear phase lead compensator, and is studied
in [14,15]. Linear phase lead compensators as well as compensators of the form (7) are studied when using
the filter cutoff, in order to understand how these two genera classes of RC design methods handle the
images of the startup discontinuity.



OBSERVING THE IMAGES OF STARTUP

In order to observe the images of startup, we first use the simplest RC law (3) that does not use a
compensator or a zero-phase filter. In order for this law to be convergent the system must have a pole
excess in continuous time of one, or a very slow sample rate. Here we apply it to the first order system (4,
5) and use arepetitive control gain ” =1. The output disturbance is picked as

v(K) =cos(2' (k#1T) 1y

which has a one second period, or a period of 200 time steps. The desired output y* (K) is considered to be
zero, so the repetitive controller is to learn to eliminate the effect of this output disturbance, making the
error e(k) =" y(k) converge to zero by making x(k) convergeto "v(k). The repetitive controller is started
up, or applies its first command, at time step k =200, with all previous u(k) set to the desired output of
zero, and the corresponding error equal to minus the output disturbance, and the initial state set to zero at
time zero. Hence, the startup occurs when the output disturbance has it largest value, the worst case startup
time.

Figure 1 shows the resulting command history u(k) computed by the repetitive controller, through the
fourth repetition. The term repetition is used synonymously with period, each repetition being 200 time
steps. At the beginning of repetition 1, we see the step discontinuity in the command, and at the beginning
of each additional repetition, i.e. a 400, 600, and 800 time steps we see the image of start up which initially
looks rather like an impulse. The phase lag going through the first order discrete time system is -35 degrees
at 1 Hz and the amplitude attenuation at this frequency is by afactor of 0.81. Asthe repetitions progress the
repetitive control law is learning to build in the phase lead needed in the command in order to counteract
the phase lag experienced when the command goes through the system, and simultaneously it is learning to
increase the amplitude of the command to counteract the attenuation through the system. As a result the
oscillations of the command grow with repetitions and go through a small overshoot before settling to the
needed value. The first image of startup occursin u(k) when it goes through its minimum value, but as the
repetitive controller builds in the needed phase lead, the image of startup occurs after the minimum. Figure
2 gives the corresponding error history e(k) . Since the command has gone through the system to produce
the error, and the system is afirst order low passfilter with a 1.4 Hz break frequency, the images of the step
discontinuities in the command are smoothed. Nevertheless, starting in the middle of the figure one can see
images of startup in the error history.

Figure 3 looks at the command history for repetitions 7 through 15 and the pulse like images of startup
are still very evident. In addition, the spreading effect described above eguation (6) is aso visible, which is
building in akink in the sine wave somewhat ahead of the pulse. Figure 4 shows periods 64 and 65, where
the pulse and subsequent wiggles are small but still present. Figures 5 and 6 give the error histories for
repetitions 34, 35 and for 64, 65. The amplitude has diminished substantially between these two plots, but
the image of startup is seen to have started an oscillation at the beginning of every period. The oscillation is
interesting in that it not only decays in amplitude going forward in time through a repetition, but it also
decays in frequency. And as the repetitions progress, the initial frequency in this oscillation at the start of
each period gets higher. The rate of learning for this RC law decays with frequency because the amplitude
response of the system gets small as the frequency goes up. Of course, the actua disturbance contains no
high frequencies, so perhaps there should be no high frequency error to learn. However, the images of
startup contain high frequencies which are slowly going away in the error signa. This phenomenon is
studied in Fig. 7 that displays on a log scale the frequency content of the error signals for periods 1, 25,
100, and 250, showing the low frequencies decaying faster.

INVESTIGATION OF METHODS TO REDUCE THE IMAGES OF STARTUP

Adjusting the Startup Time: The size of the image of startup is determined by the change in the command
input introduced when the RC is turned on. For the simple RC law (3) the initial discontinuity is equal to



"e(k# p+1). Before starting the repetitive control system one could wait for steady state response and
observe the error history looking for atime step that is as close to zero as possible. This process is not quite
as straightforward when a more complicated RC law is used with errors at multiple times being used in the
law, and an overall zero phase filter modifying the input. In all cases, one starts computing what would be
the RC update each time step during steady state behavior and records the time step in the period that has
an RC computed command that is as close to zero as possible. There is the disadvantage of the method that
one must delay startup until one has collected data. There can also be difficulties in using the method. An
obvious case is when the disturbance has abias in it and as a result the RC update called for never crosses
the zero update line. We will investigate this situation below using the biased disturbance

v(K) =2+ cos(2t(k-1)T) (12)

A more subtle issue occurs when the periodic disturbance is rich in harmonic components, in which case
the discrete time sampling of the error may never happen to sample really close to zero. Such a situation is
shown in Fig. 8 corresponding to the disturbance
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The amplitudes in this case have been chosen to decrease with frequency in such away that each harmonic
has the same energy, considered as a kinetic energy. For ease of viewing, the figure shows just the first half
of a period of the measured errors at the sample times. If one picks the smallest error sampled over the full
period its magnitude is 0.0955 out of a maximum sampled magnitude equal to 2.870. This indicates that for
this disturbance there is no startup time step for which the jump discontinuity in the command will be
small.

These considerations do not apply to the simple disturbance considered above, and in such acaseit is
easy to look for the zero crossing as shown in Fig. 9. Points A through E are at values of k equal to 1, 26,
51, 76, 101. Points A and E correspond to worst case startup times. Delaying the startup from A to B
produces the results shown in Figs. 10, 11, and 12. The initial discontinuity is decreased as seen in Fig. 10
and so are the images, and by repetition 14 the image of start up is as shown in Fig. 11 which is
substantially better than in Fig. 3. The error history in Fig. 12 has the same characteristic wiggles in the
repetitions from 7 to 10, but they are smaller. Figures 13 and 14 give the corresponding plots for startup at
the symmetric location point D in Fig. 9, showing a rather different behavior, but similar behavior in the
error in repetitions 7 to 10. Figures 15 and 16 are able to turn on at a time step when the error is precisely
going through zero, and there is no startup discontinuity, and no images of the startup. Note, however, that
the error history still has some of the characteristic wiggles in repetitions 7 to 10, although they are smaller.

Figure 17 examines the response to a modified disturbance given by
v(k) =1" cos(2#(k" DT) 14

The original disturbance (11) produces no jump discontinuity in the command at startup when starting at
point C, but there is a step discontinuity in the first derivative at startup. Switching to disturbance (14)
creates a situation where one can start up when not only is there no jump in the control action at start up,
but there is no jump in the derivative at startup as well. In discrete time, this concept is not exactly rigorous,
but it is till relevant. Comparing the error history to that shown in Fig. 13, we see that the wiggles in
repetitions 7 to 10 are improved. This leads to a conjecture that the wiggles are also images of startup, but
ones that are influenced by discontinuities in the derivatives at startup.

Figures 18 through 21 consider the biased disturbance (12), with the first two figures corresponding to
the worst case startup time, and the second two corresponding to a startup time adjusted to minimize the



initial discontinuity. Obviously, adjusting the startup time is not capable of handling this type of situation,
and other methods need to be produced.

Decreasing the Repetitive Control Gain: One obvious way to decrease the discontinuity at startup is to
decrease the repetitive control gain. Figure 22 cuts the repetitive control gain to ” = 0.1 and uses startup at
point A asin Fig. 1. Of course, the initial discontinuity in the command is reduced by afactor of 10, and
the subsequent images of the discontinuity are smaller. The image of the discontinuity occurs every 200
time steps, so we can sample the change in the input at these times and plot it for different repetitive control
gains, as shown in Fig. 23. Note that the initial discontinuity is reduced as the repetitive control gain is
reduced, but the fact that the higher gain RC learns faster leads to this initial ordering of the size of the
image discontinuities being totally reversed by repetition 100. This suggests that for the purpose of dealing
with the images of startup, it could be good to start with a low repetitive control gain, and then increase it.
On the other hand, previous work has recommended decreasing the repetitive control gain as one
approaches steady state response in order to decrease the variance of the fluctuations in the converged error
due to measurement noise.

Turn on the RC Gradually in Repetitions, Case 1 Startup: The above discussion suggests turning on the
RC gain gradually. A first approach to this is to start with a gain of 0.1, and increase it by 0.1 every
repetition until reaching 1.0. The command input history produced by this approach turning on at point A,
is shown in Fig. 24. We note that there are still substantial discontinuities, and that they in fact grow for
some repetitions. Figure 25 shows the size of the discontinuity (the negative of the change in input across
the time step) in the images of startup, and it grows to a value of about 0.45. The fact that this approach
introduces yet another discontinuity synchronized with the start of each new repetition alows the
discontinuities to accumulate, and limits the effectiveness of the method in decreasing the images of
startup.

Turn on the RC Gradually with Time Steps, Case 2 Startup: In order to avoid the accumulation in the step
discontinuities in Case 1, consider turning on the gain linearly every time step until reaching " =1 at the
end of repetition 10. Figure 26 shows the command history generated by the RC law and no images of
startup are evident. Figure 25 also treats Case 2, and plots the changes from one time step to the next where
the images of startup should be, and the change stays near zero, and within a few repetitions it has the
opposite sign of what would have been the original discontinuity. This indicates that the discontinuity is not
an issue and that the RC is learning the needed phase lead. Having observed that the method works, a
natural question to ask is how fast can we turn on the system with this approach before performance starts
to deteriorate. Figure 27 uses this linear turn up of the gain with time step, doing so in 2 repetitions. Figure
28 tries it in one repetition showing the command history, with Fig. 29 showing the corresponding absolute
value of the error on alog plot. Finally, Fig. 30 tries turning the gain up in just 0.2 repetitions, and we see
that the error level in later repetitions is worse because of the fast changes being made. Table 1 quantifies
the behavior, giving the attenuation at repetition 21 and at repetition 250 when the repetitive control gain is
turned on linearly (Case 2) over 2, 1, 0.5, and 0.2 repetitions. It appears that turning the gain on over one
repetition is perhaps the best. It produces the lowest error level at repetition 250, and at repetition 21 it is
essentially identical to turning on in 2 repetitions, while turning on faster produces significant degradation.
For comparison purposes, startup at point A asin Figs. 1 and 2 resultsin " 31 dB at repetition 21, and -90
dB at repetition 250.

Table 1. Comparison of convergencerate for different types
and speeds of gradual startup

Case?2 Case?2 Case3 Case3
Repetition 21 Repetition 250 Repetition 21 Repetition 250
2 Repetitions -75dB -150 -74 -204
1 Repetition -73 -155 -62 -185
0.5 Repetition -54 -126 -50 -155
0.2 Repetition -46 -120 -41 -130




Figures 31 and 32 apply the Case 2 gradua turn on of the gain, done over one period, for the biased
disturbance (12). It is clear that the approach can handle the bias without difficulty.

Turn on the RC Smoothly with Time Steps, Case 3 Startup: Following the similar thinking as used in Fig.
17, one might ask if using a startup that is not only gradual, but also has zero slope and even zero
acceleration at startup might produce better results. To test this hypothesis, consider replacing the linear
increasing gain of Case 2 with aturn on of the gain using the following 3-4-5 polynomial

"(k)=2[5(k/p)* #7.5(k/p)* +3(k/ p)5] (15)

where the time step argument k starts at startup, and p is the number of time steps during the turn on
process. This polynomial, sometimes used in cam design, has the property that it is zero at k=0 and it
reachesone at k= p, and at both ends it has zero derivatives (if one replaces k/ p by t and differentiates),
and also zero second derivatives. Because of the time needed to phase in from these zero derivatives, the
dope in the middle will be bigger than in the linear Case 2. Perhaps this is responsible for the errors at
repetition 21 being worse than for Case 2. On the other hand, in the same manner that a continuous first
derivative seemed to improve error at later repetitions, Case 3 is seen to be substantially better than Case 2
at repetition 250. Perhaps, discontinuity in a derivative at startup introduces high frequency components
into the process that take longer to decay, so that the benefits only show up in later repetitions.

IMAGES OF STARTUP WHEN THE COMPENSATOR ISTHE SYSTEM INVERSE

Initially, one might consider that the ideal compensator is the inverse of the system, since this should
be able to correct errors in one repetition. However, when converted to discrete time ztransfer functions,
continuous time systems with a pole excess of 3 or more will have an unstable inverse when sampled
sufficiently fast, and this precludes the use of such compensators for the majority of applications.
Nevertheless, it is of interest to see how the images of startup propagate when it is possible to use the
inverse. When the system is first order, then the inverse is well behaved, and Figs. 33 and 34 show the
resulting command and error histories when using this method on the problem treated in Figs. 1 and 2. The
command goes immediately to the needed command with no propagation of the images of startup. The
error history does the same, except that one has to wait for the decay of the transients of the system,
decaying like exp(' 8.8t) for our first order system. Note that the inverse of the system makes use of two
gains multiplied times errors at two time steps in the previous period. One might be tempted to start using
this compensator when there is one error available to plug into the formula, using zero for the as yet
unavailable error. Thisis not a good idea. It produces a one time step spike in the control action when first
turned on, going to -23.23. Interestingly, after that dramatic discontinuity at startup there are no images
appearing in later periods.

As mentioned above, using a reduced gain is beneficia in reducing the final error fluctuation in the
presence of noise. Decreasing the gain when using the inverse of the system has the unfortunate property
that it can reintroduce a startup discontinuity, as shown in Fig. 35. So thistime, again of unity is best at the
startup. And, if the altered startup described above is used with the gain reduced to ¢ = 0.1, the initial spike
isreduced to -2.323 but there are images of this spike on later periods as shown in Fig. 36.

The inverse of a discrete time transfer function for a second order system fed by a zero order hold is
also normally stable. Figure 37 show the resulting command history which quickly becomes the needed
signal. However, Fig. 38 shows the behavior for early time steps which is oscillating at Nyquist frequency.
Figure 39 gives the corresponding error history. The conversion to discrete time introduces a zero on the
negative z axis that is inside the unit circle, but approaches -1 as the sample time gets short. When the
system is inverted, this places a pole near -1 which produces a transient term that oscillates in sign every
time step, and decays more slowly the faster the sample rate. One can use the inverse of a second order



system as a compensator, but this unusual behavior is not desirable. Going to a third order system with no
zeros in continuous time, creates a situation where the inverse is unstable and cannot be used as a
compensator.

IMAGES OF STARTUP FOR RC OPTIMIZED IN THE FREQUENCY DOMAIN

Reference [11] develops a simple and effective method of obtaining the desirable effects of the inverse
compensator without the difficulty of instability of the inverse. Instead of inverting the transfer function, an
FIR filter is design that closely mimics the inverse of the frequency response of the system. Figure 40
showsthe gainsused in a6 and in a12 gain FIR filter design with n, mequal to 6 and 4, andto 12 and 7 in
equation (7). Figure 41 shows the startup if one decides to start using the compensator when one first has
one error to insert into the equation, leaving the remaining unknown errors equa to zero. Again thisis a
bad idea, producing large input commands. One should wait until a full set of errors is available, and then
one gets the command history shown in Fig. 42 which has no image of startup in spite of the jump
discontinuity at startup. Figure 43 gives the corresponding error history. Like the system inverse of the first
order system, this error history becomes perfect after the decay of system transients. The new aspect is that
there are more poles than before, because the compensator puts n™ m poles at the origin. Of course these
are deadbeat poles so that the decay is very fast. The conclusion is that by using the design method of
equation (7) and (8) from [11] one can get the benefits of the system inverse as a compensator, without the
stability difficulties. As with the system inverse, when one decides to reduce the gain, images of startup
again appear, as shown in Fig. 44. These results use 12 gain designs. If one reduces the number of gains to
5, the error history is shown in Fig. 45. The corresponding command history show no images of startup, in
spite of the less perfect compensator. The command history when the gain is reduced by a factor of 10 is
shown in Fig. 46, and we do see images of startup, but they are small. The gainsin Fig. 40 are rather large
and aternate sign. Reference [11] presents an altered cost J=J, +V (a2 +a2+L +a’) to penalize the use
of large gain. This results in slower learning at high frequencies. Figure 47 gives the 12 gain design that
results when V =1.8" 10, and Fig. 48 gives the corresponding command history with overall gain " =1
to be compared to Fig. 42. This time there are images of the discontinuity as shown in the detail.
Decreasing the overall gain by afactor of 10 asin Fig. 44 produces essentially the same result asin Fig. 44.

IMAGES OF STARTUP FOR TWO RC DESIGNSBASED ON LEARNING CONTROL

Reference [16] converts two iterative learning control designs to apply to RC problems. The learning
control version of the first has gain matrix L =¢P" where matrix P is the lower triangular Toeplitz matrix
of Markov parameters, i.e. of the impulse response history. This creates a contraction mapping of the
Euclidean error norm. Converting to RC produces gains going forward in time from time step k- p given
by the impulse response of the system. These must be truncated at some point, and we pick 50 gains for
Figs. 49 and 50. To avoid phase difficulties in the FIR type compensator from the cliff when the gains stop,
an exponential window was designed, given by exp[¢" 2)/@ " 1" 50)] for the cutoff at 50 gains. Figure 49
shows both the impulse response and the gains produced after windowing. Figure 50 gives the resulting
command history produced, and we see that there are large pulses and that they decay rather slowly (" =1).
The fact that so many gains are used in the compensator might suggest that the larges pulses might be
averaged substantially, but this does not appear to happen. The latter characteristic of slow decay is to be
expected because the learning rate of this law decays like the square of the frequency response of the
system as the frequency goes up. So high frequencies learn slowly. The second ILC law is based on a
partial isometry. If the singular value decomposition of P is U" V', then the learning gain matrix is
L=¢VU', and the learning rate decays more slowly as frequency increases, decaying as the frequency
response of the system instead of the square. Windowing is not as much of an issue for this law. For the
runs shown in Figs. 51 and 52, " =1, 200 gains were chosen out of the middle of a large learning control
matrix, 100 forward and 99 backward from k" p. The pulses are not as big, and they do decay somewhat
faster. But it is clear that for both RC laws it is important to make use of some method to prevent the
images of startup from forming.



THE INFLUENCE OF ZERO-PHASE LOW-PASSFILTERS ON IMAGES OF STARTUP

For robustness in applications, one introduces the zero-phase low-pass filter H(2). It is applied to the
command history generated by the RC law, and since the images of startup have high frequency content,
one might expect the filter to be helpful in attenuating the images. To study this without complicating the
situation with more sophisticated repetitive control laws, Figs. 53 to 55 repeat the first order system
problem of Fig. 1. Figure 53 is an extended version of Fig. 1 so that we can watch the decay of the images
up to repetition 15. Figure 54 applies a zero phase filter with 30 Hz cutoff, designed according to equation
(9) with 51 gains, weights VVJ- =5and \7j = 0.001 which results in small ripple in the passband. The initial
images are similar, but the images of startup decay faster with repetitions. Lowering the cutoff to 10 Hz
produces the results in Fig. 55 with much faster decay of the images. Hence, the low pass filter is helpful,
but it is not acomplete solution. Other methods should be used to improve the early images.

IMAGES OF STARTUPWHEN A FILTERISCOMBINED WITH OTHER RC LAWS

When using the frequency optimized compensator design of [11] there were no visible images of
startup when enough gains were used and ¢ =1. When the gain was turned down to ” = 0.1 there were
small images of startup as shown on Fig. 44. Figure 56 shows what happens to this case when a 30 Hz
cutoff filter is applied, and we no longer see any images of startup. It is likely in applications that use of
this design method for the compensator when combined with alow pass filter will make special attention to
handling startup images unnecessary.

The design method of [11] would not normally need a cutoff to create stability in the design stage, but
one gtill wants the filter to robustify the design to model errors. Another very simple design approach is to
use a linear phase lead compensator, of the form F(z) ="z" where " is an integer. The compensator will
rarely produce stability all the way to Nyquist frequency, so that a cutoff filter is necessary, and the value
of " is chosen to maximize the frequency where the cutoff has to appear. Figure 57 shows this design
applied to the third order model using a " =10 before introducing the low pass filter. The RC system is
unstable, but thisis not evident in the short time history shown. A 15 Hz cutoff filter is designed according
to Fig. 58, with the results shown in Fig. 59. Obviously, the low pass filter is rather effective at decreasing
the size of the images. Because of the ~ step lead, the images appear at different times.

FIR filters H(2) haveripplesin the passband that become largest just before cutoff. Asused in Fig. 58
and discussed in [7], the stability boundary in practical applications is essentially given by the inequality
|1" G(z)F(z)| <1 for al z=exp{"T); if thisis violated above some frequency we apply the filter to the
command, not attempting to fix errors above the cutoff, and stability is then assured by satisfying
|H (z)(l—G(z)F(z))| <1. There are ripples in the passband of the filter designed by (9), and these can cause

one to need an unnecessarily low cutoff to obtain stability. Using different weights for VVJ and \7J can

make the passband ripples quite small, but not zero. Figure 58 shows the design process used to obtain the
result in Fig. 59. In order to nullify the effect of the ripple, the objective function (9) was adjusted as shown
in Fig. 60. First (9) was used with the resulting ripple given in the upper curve. The straight line functions
were run between the peaks and used for interpolation to define a function f(” ;). Then the objective

function (9) was modified by changing the terms in the first summation from [1" H(ei#jT)] to
[as/f¢ N#H (e'" J'T)]. This results in the lower curve in Fig. 60, and allows the use of a higher cutoff by

avoiding amplification by ripples near the cutoff. Note that the batch process method of zero-phase low-
pass filtering using a Butterworth filter as discussed in [15] represent another way to address this same
problem, but is not as convenient to implement in real time.



CONCLUSIONS

This paper has examined the images of startup in various effective repetitive control system design
approaches. Some of the conclusions are:

(1) The images of the jump discontinuity at startup can make substantial high frequency error that takes
time to eliminate. For the simplest form of repetitive control, and also for the linear phase lead control,
these images can be large and take along time to eliminate.

(2) Adjusting the time step when the repetitive controller is turned on can eliminate the startup
discontinuity, but there are limitations to this approach. The alternative of turning on the gain of the RC
system linearly with time is seen to be effective, and that one can make this process complete the turn up of
the gain within one period or less with good behavior.

(3) The very effective RC design approach using the optimization in the frequency domain that
approximates the inverse of the steady state frequency response of the system, is seen to have no issues
with images of the startup. However, if one chooses to turn down the gain in order to make the steady state
behavior less sensitive to measurement noise, then images of startup are again observed.

(4) Many RC systems use a zero-phase low-pass filter to cut off the learning at high frequency. In the case
of the linear phase lead control law, thisis necessary to produce stability. In the case of the optimization in
the frequency domain designs, this is done for robustness to model errors at high frequency. Such a filter
does attenuate the images of startup, and do so faster when the cutoff is lower, but use of the methods to
avoid generating the images still produce substantial improvement in performance.

(5) In order to increase the cutoff frequency to the highest possible value, a method of modifying the design
of the FIR zero-phase low-pass filter is developed to reduce the height of the ripple in the passband when
approaching the cutoff frequency.
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