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Abstract

In a multi person household, indivisibilities or other externalities may
imply that optimal decisions involve explicit randomizations. This issue
is orthogonal to the standard distinction between unitary and collective
models; it arises even when the household aggregates individual utilities
through a Samuelsonian index.

1. Introduction

While Angus Deaton is mostly known for his seminal contributions in the field
of demand analysis, consumption, poverty and development, we should not forget
that he is also an important labor economist. His 1985 paper with Browning
and Irish was among the first to jointly analyze labor supply and consumption
in a framework entailing both dynamics and uncertainty; as such, it had a deep
influence over subsequent research on the topic - an influence that I am personally
eager to acknowledge.
At the core of any empirical model of labor supply - and, as a matter of fact,

of any empirical analysis of household behavior - is the need to reconcile the preci-
sion of theoretical predictions based on specific functional forms with the apparent
fuzziness of data. Theory typically predicts a deterministic relationship between
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the economic context and households’behavioral responses. In practice, however,
individuals or household facing similar economic conditions may react in widely
different ways. Usually, these discrepancies are attributed to two possible sources:
errors and unobserved heterogeneity. In the fist category, one could include not
only measurement issues (on which Angus has worked extensively), but also such
behavioral aspects as limited rationality, imperfect maximization or pure mis-
takes; in the second, it is usual to gather a host of factors (such as idiosyncratic
tastes or private costs) that, despite their importance in determining behavior,
are not observed by the econometrician. In both cases, an econometrician’s stan-
dard response is to introduce some stochastic shocks that captures these effects.
Importantly, despite their random nature, these shocks are not supposed to rep-
resent any explicitly stochastic phenomenon; they are simply a reduced form for
(mostly deterministic) effects that we cannot directly apprehend.
In this paper, I suggest another possible interpretation for these random terms.

Namely, I submit that, in some (and possibly many) circumstances, optimal be-
havior entails explicit randomization. This phenomenon has been largely over-
looked so far, at least in empirical microeconomics. I will argue that this omission
is a by-product of a standard (and I think unwarranted) methodological bias,
whereby multiperson units (households in particular) are represented as a single
decision maker (the so-called unitary approach). If one is willing to accept that a
couple (say) consists of two individuals, whose utilities need not be exactly identi-
cal (and who therefore need not, ex ante, exactly agree on every possible decision),
then whenever the economic context involves indivisibilities - or more generally
any type of non convexities - randomization may be part of the optimal decision
process. In other words, I will argue that, in some (and possibly many) situations,
heterogeneous behaviors do not simply reflect our inability to accurately measure
outcomes or observe relevant individual characteristics. Instead, when observa-
tionally identical individuals behave differently, it may well be the case that these
differences are optimal responses to the economic context they are facing.
A direct implication of this argument is to point out (still) another weakness of

the unitary model. A standard criticism of unitary approaches, whereby a group
is represented by a single, well-behaved utility that is maximized under feasibility
constraints, is that it disregards power relationships. In general, changes in the
economic environment (prices, wages, incomes or any other relevant ‘distribution
factor’) may affect the respective bargaining positions of the group members. As
a result, while the maximization assumption is in general acceptable, the maxi-
mand varies with the environment, a feature that is not permitted by the unitary



approach. A natural translation, at the core of the collective model, is that the
household maximizes some function of individual utilities, and that this function
directly depends on prices and incomes; in this setting, the impact of prices and
income on the shape of household preferences reflects changes in the intrahouse-
hold distribution of power resulting from variations in the economic environment.
From this perspective, there would be a situation in which the unitary approach
would be justified - namely, whenever household utility can be represented by a
function of individual utilities that is price- and income-independent.
The argument developed below, however, suggests that even the latter claim

is actually too optimistic. In the presence of non convexity, the unitary approach,
even with a price and income-independent household welfare index, may generate
outcomes that are suboptimal in the Pareto sense - the reason being that it does
not allow for randomization, even when randomized decisions are actually opti-
mal. The standard, unitary approach, therefore, does not only disregard power
relationships; even leaving these aside, it typically fails to capture the richness of
multi-person decision processes and their potential consequences on behavior.

2. The basic argument

2.1. The framework

The main intuition can readily be described on a very simple model of household
labor supply, directly borrowed from Chiappori (1988, 1992). There are two agents
and three goods - each spouse’s leisure and some private consumption good. Total
time available is normalized to 1, and domestic production is disregarded; individ-
ual preferences are of the form U i (1− hi, Ci) , i = A,B, where hi and Ci denote
i’s labor supply and private consumption. Individual utilities U i are strictly in-
creasing and concave, and we normalize them by posing U i (0, 0) = 0, U i (1, 0) = 1.
Lastly, the budget constraint is

CA + CB = wAhA + wBhB + y (BC)

where wi denotes i’s wage, y is the household’s non labor income, and the price
of the consumption good has been normalized to 1.

2.2. Benchmark case: continuous labor supplies

Start with the benchmark case of fully continuous labor supplies - so that hi can
take any value in [0, 1]. The collective approach simply assumes effi ciency. Equiv-



alently, there exist some function H
(
·, ·, wA, wB, y

)
(that can be called household

utility), strictly increasing in its first two arguments, such that household decisions
solve the program:

max
hA,hB ,CA,CB

H
[
UA
(
1− hA, CA

)
, UB

(
1− hB, CB

)
, wA, wB, y

]
(1)

under (BC). Indeed, a solution to program (1) must be Pareto effi cient; if not, one
could increase both UA and UB without violating (BC), but that would increase
H without violating (BC), a contradiction. Conversely, it is well known that
any effi cient allocation maximizes a program of this form; actually, one can even
impose that the function H be linear.
It is crucial to note that the household utilityH is wage- and income-dependent;

as such, it is not a standard utility function, and the model (1) is not a unitary
model. Still, we can consider the particular but interesting case where H does not
depend on wages and income. Then program (1) boils down to the maximization
of some price-independent utility under budget constraint, therefore belongs to
the unitary family; in fact, we are then in the case, introduced by Samuelson
(1956), where the household is characterized by a welfare index that is a function
of individual utilities:

W
[
UA
(
1− hA, CA

)
, UB

(
1− hB, CB

)]
(2)

Samuelson indices have been widely used in the empirical literature on household
demand and labor supply. For instance, the article by Browning, Deaton and Irish
mentioned above assumes that households maximize the sum of the individual
utilities of their members; that is, in their model:

W
[
UA
(
1− hA, CA

)
, UB

(
1− hB, CB

)]
= UA

(
1− hA, CA

)
+ UB

(
1− hB, CB

)
Clearly, maximizing a Samuelsonian index like (2) under (BC) is a particular

case of program (1). The converse is obviously false; for almost all functions H,
the demand functions that solve (1) are not compatible with the maximization
under budget constraint of a Samuelsonian index.1 Note also that, as a direct
consequence of Hick’s composite good theorem, W is not directly identifiable
from observed labor supply; one can only recover the function W̃ defined by:

W̃
(
hA, hB, C

)
= max

CA,CB
W
(
hA, hB, CA, CB

)
such that CA + CB = C

1A Samuelsonian index would imply that the Slutsky matrix of the resulting demands should
be symmetric and negative; the collective model only requires the so-called SNR1 condition (see
Browning and Chiappori 1998 and Browning, Chiappori and Weiss 2015).



To summarize: in the benchmark case (without non convexities), the collective
model is equivalent to the maximization of an increasing function of individual
utilities and of wages and income. In the particular, Samuelsonian case where the
function does not depend on wages and incomes, household behavior is adequately
described by a unitary framework.

2.3. Discrete labor supply

We now slightly alter the model, by assuming that while hA can still vary con-
tinuously within [0, 1], hB is discrete; to keep things simple, we assume that it
can take only two values, hB = 0 (non participation) or hB = 1 (full time job).
As we shall see, even if the household is characterized by a Samuelsonian index
depending only on individual utilities, as in (2), effi cient behavior does not in
general coincide with the maximization of that index under budget constraint.
To see why, let us define two Pareto sub-frontiers as follows:

P0
(
uB
)

= max
hA,CA

UA
(
1− hA, CA

)
such that UB

(
1, wAhA + y − CA

)
= uB

P1
(
uB
)

= max
hA,CA

UA
(
1− hA, CA

)
such that UB

(
1, wAhA + wB + y − CA

)
= uB

In words, P1
(
uB
)
denotes the maximum utility that A can reach when B works

full time and get a utility uB, and P0
(
uB
)
is defined similarly when B is not

working. Note that, given the assumptions made on UA and UB, these sub-
frontiers are strictly decreasing and concave (so that the corresponding Pareto
subsets are strictly convex).
Now, two cases are possible: either one subset is fully included in the other,

or the two frontiers intersect at least once. The first case is not particularly
problematic; essentially, the labor supply decision of B does not depend on the
decision process within the household (as summarized by the function H or, in
the Samuelsonian case, by the index W ), since effi ciency dictates that the couple
always opt for the larger Pareto set.
The second situation - intersecting sub-frontiers - is more interesting. It is

depicted in Figure 1. The issue, here, is the definition of the global Pareto frontier.
One possible choice is to take the upper envelope of the two Pareto subsets; the
Pareto frontier would then be defined by:

P̃
(
uB
)

= max
{
P0
(
uB
)
,P1

(
uB
)}

(3)

which correspond to the solid line in Figure 1.
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P

Figure 1: Pareto set as the upper envelope

In particular, if the household maximizes a Samuelsonian index W
(
UA, UB

)
,

the household’s choice will be located at a point of tangency between the upper
envelope thus defined and the indifference curves of the indexW ; in Figure 1, this
corresponds to point P.
It easy to see, however, that P is by no means optimal; there exists a continuum

of points that are reachable and correspond to a higher (expected) utility level for
both agents. The reason is that the Pareto set defined by (3) is not convex. As
usual, the set can be convexified by randomization; this leads to a new Pareto set
which is the convex hull of the previous one. This situation is depicted on Figure
2. Maximizing the Samuelson index W on the new frontier now leads to point Q,
which is strictly preferred to P by both spouses.
In practice, the new Pareto frontier, denoted P

(
uB
)
, can be decomposed into

three segments. One, located to the north-west of the frontier (in blue on Figure
2), is very favorable to agent B; it involves non participation. Symmetrically, the
segment located to the south-east of the frontier (in red on Figure 2) corresponds
to allocations were B works and derives little utility. The third and intermediate
segment is a straight line (in green); this involves randomization between two
specific allocations, one (point Y) in which B works full time and the other (point
X) where B does not work at all. Depending on the shape of the maximand (i.e.
of the index), tangency may obtain in any of the three sub-segments; whenever
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Figure 2: Randomization

it is on the intermediate segment (as is point Q in Figure 2), the labor supply
decision of spouse B is optimally randomized, with probabilities depending on the
exact location of the tangency point.

2.4. Some comments

A few remarks are in order at this point. First, the effi ciency of a random decision
process is by no means specific to the Samuelsonian index assumption. Gener-
alizing Samuelson’s index to a general, collective household utility, which allows
the maximand to be wage- and income-dependent, changes the shape of the indif-
ference curves, which now directly vary with the economic environment (whereas
they remain constant in the Samuelsonian case). But the case for randomiza-
tion remains the same; it stems from the non convexity of the set defined by P̃.
What is remarkable, however, is that, conversely, even the existence of a Samuel-
sonian index is no longer suffi cient to reconcile optimal behavior with a unitary
representation.
Secondly, although the set of utility pairs corresponding to the randomized

case may be quite large, they all correspond to randomization between the same
two points X and Y . In the Samuelsonian case, marginal changes in the index
W affect the probabilities with which these points can be reached, but not the



points themselves. Also, note that each of the two points corresponds to a specific
choice of labor supply and consumption for both members. In other words, what
the model predicts is that the distribution of behavior (disregarding unobserved
heterogeneity for the time being) should be bimodal - identical agents choosing
either one of two different vectors of demands and labor supplies.
An interesting implication regards the notion of distribution factors. In the

collective literature,2 these are variables that may affect the spouses’bargaining
positions - therefore the final outcome - but neither preferences nor the budget
constraint. In particular, distribution factors do not affect the shape of the Pareto
frontier P, but only the location of the final outcome on this frontier. It follows
that (small) changes in the distribution factors only affect the probabilities of
choosing one of the two points X and Y but not the points themselves. In partic-
ular, they cannot affect the support of the distribution of consumptions or labor
supplies, but only the probabilities with which each point in the support is reached
- a prediction that may lead to empirical tests.
Thirdly, the framework considered above, where one labor supply is discrete

and the other continuous, can easily be generalized. For instance, one can allow
both labor supplies to be discrete. The randomization patterns, however, become
more complex; depending on the situation, one agent may randomize, or both, or
none of them. An explicit investigation, for the case of Cobb-Douglas preferences,
is provided in the next section.
Lastly, the particular situation (discrete labor supply) considered in this ex-

ample is only illustrative. The driving force behind randomization is the non
convexity of the Pareto set defined by P̃; this can obtain in a host of situations.
For one thing, any lumpiness in the decision space may in principle generate such
non convexities - insofar as the corresponding Pareto subsets intersect. Consider,
for instance, the choice of the household’s geographical location, an example of-
ten mentioned in the literature.3 To each possible location corresponds a specific
sub-frontier; and the various sub-frontiers typically intersect, potentially creating
scope for effi cient randomization.4 Alternatively, non convexities in the budget set
(due for instance to specific features of the tax-benefit system) may have the same
impact. Generally speaking, any situation in which the upper envelope Pareto
frontier, defined as in (3), is not convex automatically generates randomization as

2See for instance Browning, Chiappori and Weiss (2015).
3See for instance Lundberg and Pollak (2003).
4Of course, randomization by no means alleviate the standard, commitment problems related

to this issue...



a possible optimal outcome.

3. A Cobb-Douglas example

3.1. The model

I now investigate in a more detailed way a particular version of the previous model,
in which preferences are taken to be Cobb-Douglas. Specifically, let us assume
that:

UA
(
1− hA, CA

)
=

(
1 +

(
1− hA

))α (
CA
)a

UB
(
1− hB, CB

)
=

(
1 +

(
1− hB

))β (
CB
)b

with a + α < 1, b + β < 1. Note, in particular, that these utilities display risk
aversion; specifically, the indirect utility exhibits harmonic relative risk aversion
(HARA) with positive indices of absolute and relative risk aversion. The point is
precisely that randomization may be welfare improving even though individuals
dislike risk. Moreover, I consider the case where both labor supplies are discrete,
i.e. can take values in {0, 1}.
We know, from standard collective theory, that any effi cient outcome can be

considered as resulting from a two stage process: in the first stage spouses divide
potential income wA + wB + y between them, and at the second stage they inde-
pendently choose their consumption and labor supply. Let ρ denote the sharing
rule, i.e. the amount going to member A (so that B receives wA+wB+y−ρ); then
A chooses

(
hA, CA

)
by maximizing UA

(
hA, CA

)
under the budget constraint:

wA
(
1− hA

)
+ CA = ρ

while B maximizes UB
(
hB, CB

)
under the budget constraint:

wB
(
1− hB

)
+ CB = wA + wB + y − ρ

3.2. The shape of the Pareto sub-frontiers

To construct the various sub-frontiers, one must successively consider four cases,
corresponding to the four possible labor supply patterns.



1. Both spouses work: then

UA = ρa

UB =
(
wA + wB + y − ρ

)b
and the Pareto sub-frontier for that case is:

UB =
(
wA + wB + y −

(
UA
) 1
a

)b
2. A works, B does not; then:

UA = ρa

UB = 2β
(
wA + y − ρ

)b
generating the Pareto sub-frontier:

UB = 2β
(
wA + y −

(
UA
) 1
a

)b
3. B works, A does not; then:

UA = 2αρa

UB =
(
wB + y − ρ

)b
generating the Pareto sub-frontier:

UB =
(
wB + y − 2−

α
a

(
UA
) 1
a

)b
= 2−

αb
a

(
2
α
a

(
wB + y

)
−
(
UA
) 1
a

)b
4. None of them work, in which case:

UA = 2αρa

UB = 2β (y − ρ)b

and the sub-frontier becomes:

UB = 2
aβ−αb
a

(
2
α
a y −

(
UA
) 1
a

)b



In each case, the equation of the sub-frontier belongs to the family of functional
forms defined by:

UB = ΦK,L

(
UA
)
where

ΦK,L (u) = K
(
L− u 1

a

)b
where each case corresponds to specific values for the parameters K and L; specif-
ically:

• Case 1 gives K = 1, L = wA + wB + y

• Case 2 corresponds to K = 2β, L = wA + y

• In Case 3, K = 2−
αb
a , L = 2

α
a

(
wB + y

)
• Lastly, for Case 4, K = 2

aβ−bα
a , L = 2

α
a y

3.3. Optimal labor supply

The analysis of optimal labor supply requires distinguishing between two cases,
depending on the shape of preferences. Specifically, the driving force is the sign
of the expression:

D =
(
2
α
a − 1

)(
2
β
b − 1

)
− 1

Intuitively, the sign of D depends on the respective weights of leisure and con-
sumption in individual utilities. If α > a and β > b, translating into a relatively
high weight put on leisure, then D > 0; if α < a and β < b, we are in the opposite
situation, and D < 0. Of course, individual preferences may differ; one spouse
may put more weight on leisure than the other. Then the sign of D is ambiguous,
and depends on the values of the parameters. Still, for the sake of intuitive clarity,
I shall refer to the case D > 0 as denoting ‘strong preferences for leisure’, while I
will label the same preferences ‘weak’in the opposite situation.
We now discuss the various possible outcomes according to the sign of D.

3.3.1. Weak preferences for leisure (D < 0)

Then we have the following result:
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Figure 3: Labor supply patterns: weak preferences for leisure

Proposition 1. For any given y, there exists two increasing functions W̄A
(
wB + y

)
and W̄B

(
wA + y

)
such that:

• If wA ≥ W̄A
(
wB + y

)
and wB ≥ W̄B

(
wA + y

)
, both spouses work with

probability 1.

In all other cases, optimal decisions may involve randomization. Specifically:

• If wA ≥ W̄A
(
wB + y

)
and wB < W̄B

(
wA + y

)
, A works, and B may,

depending on the household utility, work, not work or randomize

• If wB ≥ W̄B
(
wA + y

)
and wA < W̄A

(
wB + y

)
, B works, and A may,

depending on the household utility, work, not work or randomize

• Lastly, if wB < W̄B
(
wA + y

)
and wA < W̄A

(
wB + y

)
, then both A and B

may, depending on the household utility, work, not work or randomize

Proof. See Appendix

The conclusions of Proposition 1 are illustrated by Figure 3.
To fully understand the shape of the corresponding Pareto sets, it is useful to

consider Figures 4 and 5, where the four sub-frontiers (both works, only A works,
only B works, no one works) are in grey, blue, red and green respectively.
When both wages are high enough (Figure 4 a), the sub-frontier for which

both spouses are working (in grey) dominates the others. When one wage (say
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Figure 4: Subfrontiers: case of high wA

A’s) is high and the other low (Figure 4 b), the two sub-frontiers corresponding
to ‘A and B working’and ‘A working and B not working’intersect. Depending
on the shape of household utility (or index), B may work for sure (if his weight
in the decision process is small enough), not work for sure (if his weight is large
enough) or randomize (in the intermediate case). Specifically, both agents work
when household preferences are favorable to A (leading to a choice located on the
grey segment). On the contrary, preferences giving high priority to B will reach
the north-west part of the convex hull (in blue), involving B not working. Lastly,
a slightly lower priority would generate randomization over B’s labor supply: the
tangency with the household’s indifference curves obtain on the straight segment
(in black). The same argument applies, mutatis mutandis, when B’s wage is high
and A’s is low.
Lastly, when both wages are low, complex patterns may emerge. One is il-

lustrated in Figure 5a, where the upper envelope includes sections from two sub-
frontiers, namely ‘A working, B not working’and ‘B working, A not working’.
Then exactly one of the spouses works at the optimum; which one depends on the
shape of household utility and possibly on the outcome of a randomization. An-
other possible pattern is in Figure 5b, which involves three different sub-frontiers
- the previous two plus ‘no one works’. Then the only excluded pattern is both
spouses working; all other randomizations are possible.
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Figure 5: Working patterns: low wages

3.3.2. Strong preferences for leisure (D ≥ 0)

Let us now consider the alternative situation, where agents put relatively more
weight on leisure than on consumption. The previous result is then modified:

Proposition 2. For any given y, there exists two increasing functions W̄A
(
wB + y

)
and W̄B

(
wA + y

)
such that:

• Either wA ≥ W̄A
(
wB + y

)
and wB < W̄B

(
wA + y

)
; then A works, and B

may, depending on the household utility, work, not work or randomize

• Or wB ≥ W̄B
(
wA + y

)
and wA < W̄A

(
wB + y

)
; then B works, and A may,

depending on the household utility, work, not work or randomize

• Or wB < W̄B
(
wA + y

)
and wA < W̄A

(
wB + y

)
, then both A and B may,

depending on the household utility, work, not work or randomize

In particular, in all cases, optimal decisions may, depending on the household
utility, involve randomization.

Proof. See Appendix

The results are illustrated in Figure 6. The main difference with the previous
case is that, now, the Pareto frontier can never coincide with the sub-frontier
defined by both spouses working; graphically, Figure 4a is not feasible in that
context. In other words, it cannot be the case that the optimal choice implies
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Figure 6: Labor supply patterns: strong preferences for leisure

both spouses working irrespective of the family’s welfare index. No matter how
high wages may be, there is always a segment of the Pareto frontier P

(
uB
)
where

one of the spouses does not work; if the index is favorable enough to that spouse,
then optimally there is a positive probability (which may be 1) that this spouse
will not work.

To summarize, optimal family labor supply, even in a simple, Cobb-Douglas
framework with three commodities, may exhibit complex patterns. Only in a very
specific context (high wages and weak preferences for leisure) can we predict the
couple’s optimal choice without a precise knowledge of the household’s welfare
index (or, more generally, utility function). In all other contexts, actual behavior
depends on the member’s respective weights in the decision process; and in all
these cases, there exists (a continuum of) household welfare indices for which the
optimal decision involves randomization.

4. Concluding comments

The notion that non convexities may lead to randomization is quite familiar in
economic theory. Strangely enough, however, it has not been seriously considered
in consumer or household economics - possibly because of the biased perception
induced by the exclusive reference to the so-called unitary model. The purpose
of this article is to show that in the presence of indivisibilities or other forms
of non-convexities, randomization cannot be excluded from the space of optimal



responses. Moreover, this conclusion is by no means specific to a collective ap-
proach. Even if one is willing to assume that the household maximizes a Samuel-
sonian index depending only on individual utilities - a classical justification for
the unitary approach - optimal behavior may yet be randomized. Paradoxically,
a standard argument supporting the unitary approach, namely the possibility of
directly transposing results borrowed from consumer theory, has, in a somewhat
unanticipated way, obscured this fact. In consumer theory, randomization is gener-
ically absent, even in the presence of non convexities; on the contrary, whenever
two individuals (or more) are involved, then randomization should in principle be
considered, irrespective of the model of household behavior under consideration.
What type of empirical tests could support the prediction of random labor

supply? An obvious diffi culty is the empirical distinction between unobserved
heterogeneity and explicit randomization. As I said earlier, that observationally
identical couples should behave differently is expected, and might simply reflect
our inability to observe all relevant determinants of household preferences or de-
cision processes. The task of future research in the area will be to extend the
predictions derived in this article to a more complex framework, in which unob-
served heterogeneity is explicitly modeled. While basically all remains to be done
in this area, several directions seem promising. For instance, a discrete choice
between two alternatives should lead to specific forms for the distribution of the
stochastic components (typically, a bimodal shape). The use of panel data may
be particularly convenient, since one expects problems related to unobserved het-
erogeneity to be less acute when controlling for individual specific fixed effects.
While a dynamic version of the model remains to be constructed, several authors
have documented the fact that alternating periods of work and unemployment by
either spouse are common, particularly for low wage individuals - a finding that
sounds encouraging for the theory. Last but not least, the role of distribution
factors - and especially the fact that, under randomization, they should affect the
probabilities but not the support of the distribution of observed behavior - de-
serves some in-depth analysis. The agenda for future research is quite long; here
as for many other topics, the specific combination of theoretical precision and
empirical flair that characterizes the work of Angus Deaton would be extremely
precious.



Appendix
The analysis of the resulting labor supply decisions is greatly simplified by

the fact that the family {ΦK,L} satisfies a single crossing property. That is, the
equation

ΦK,L (u) = ΦK′,L′ (u)

where (K,L) 6= (K ′, L′), has (at most) one solution, namely

u =

L− (K′K ) 1b L′
1−

(
K′

K

) 1
b

a

An implication of the single crossing property is the following:

Lemma 3. Consider two couples (K,L) and (K ′, L′) such that:

• ΦK,L (0) > ΦK′,L′ (0)

• ΦK,L (u) = ΦK′,L′ (u
′) = 0⇒ u > u′

Then ΦK,L (u) > ΦK′,L′ (u) for all u ≥ 0.

Lemma 3 states that in order to compare two sub-frontiers, respectively defined
by the functions ΦK,L and ΦK′,L′ , one only need to consider their intersections
with the horizontal and vertical axis (UB = 0 and UA = 0 respectively). If both
intersections are closer to the origin for ΦK′,L′ than for ΦK,L, then the Pareto
subset defined by ΦK′,L′ is fully included within the Pareto subset defined by
ΦK,L; as a result, the decision corresponding to ΦK′,L′ will never be chosen. In
the opposite situation, the two sub-frontiers intersect exactly once, which leaves
open the possibility of a randomization.
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